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In the fight against blood doping, the interpretation of the measured levels of blood markers is based
on either population-derived reference ranges or the previous test history of the individual under
scrutiny. In this report, we demonstrate how an empirical hierarchical Bayesian model can be used
to unify both approaches. The aim is to allow anti-doping organizations to bring reliable evidence
of blood manipulation in front of a disciplinary panel. Before any tests are performed on an in-
dividual, population distributions constitute the priors of a Bayesian network that may depend on
heterogeneous factors such as gender, ethnic origin and age. Inferences from the results of a new
test are then drawn iteratively. A decision rule can be defined to minimize the expected costs of a
decision. Secondly, the same model can be applied to evaluate the evidence of blood doping from a
full sequence of individual test results, and not just from a single test result as a function of previ-
ous results. We obtained unprecedented sensitivity on a database of 1239 blood samples. Thirdly, if
applied to a population of athletes, an extension of the model makes it possible to estimate the preva-
lence of blood doping for reasonably large populations of athletes. Knowledge of the prevalence
allows the decision maker to estimate the prior odds of an athlete being doped. As a consequence,
the false-positive fallacy, a form of the prosecutor’s fallacy that originates from today multiplication
of the number of anti-doping tests, is removed. The joined application of the Bayesian model for (1)
the estimation of the prevalence at the population level and (2) the evaluation of the evidence at the
individual level will allow anti-doping organizations to prosecute cases for which evidentiary values
are derived from indirect blood tests.

Keywords: blood doping; Bayesian inference; interpretation of scientific evidence; prevalence;
prosecutor’s fallacy; longitudinal markers.

1. Introduction

Until now, disciplinary measures in the fight against doping have been mainly based on the presence
of a prohibited substance in the athlete’s sample (chiefly urine samples). However, the World Anti-
Doping Code foresees as a distinct infraction the use or attempted use by an athlete of a prohibited
substance or a prohibited method (article 2.2). For such an infraction to take place, there is no need
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192 P.-E. SOTTASET AL.

for the direct detection of the presence of the substance in the sample of the athlete but, rather, a
need to establish by any reliable means that the athlete has used a prohibited substance or prohibited
method. Reliable means can be widely interpreted and include documentary evidence, witness state-
ments or any other analytical information that could be presented to a disciplinary panel. We have
seen recently cases where athletes have been convicted of doping and sanctioned based on these non-
analytical reliable evidences (see CAS decisions—USADAv. Tim Montgomery, CAS 2004/0/645, or
USADAv. Chrystie Gaines, CAS 2004/0/649).

A full blood count (FBC) is a laboratory test commonly used in both clinical medicine and
public health studies for the detection of many disease states, and in particular for the diagnosis and
classification of anemia. Until now, blood parameters obtained in a FBC have not been used directly
as evidence of doping, but rather to target athletes for urine doping test or to prevent athletes from
starting when these values are at a level deemed to represent a health danger for those individuals.
The latter is the so-calledno-start ruleand of itself is not considered a doping violation.

A non-exhaustive list of markers of blood doping is presented in Table1: one can distinguish
between single blood parameters as returned by a FBC and dedicated markers of blood doping that
make use of several blood parameters. In particular, Abnormal Blood Profile Score (ABPS) is a uni-
versal marker that relies on up to 12 blood parameters combined by pattern classification techniques
to detect both abuse of recombinant erythropoietin (rHuEPO) and blood transfusion (Sottaset al.,
2006).

These two different uses of the FBC rely on similar data structures: abnormally high or low
counts/values of blood parameters may indicate the presence of either a disease or a blood manipu-
lation. They differ, however, in the associated decision rules. In medical diagnostic testing, 95% of
the normal population falls within the limits that define the reference range for any given parame-
ter. For the ‘no-start’ rule, reference ranges typically correspond to a higher percentile of a reference
population, in order to decrease the probability to exclude an innocent athlete from competing. Since
the reference populations are usually composed of undoped athletes only, the risk of a false-positive
fallacy (Aitken & Taroni, 2004, chapter 3.5.) is high: an increase of the number of anti-doping tests
elevates the likelihood of finding a match by pure chance alone.

TABLE 1 Common markers of blood doping and their response to rHuEPO treatment and blood transfusion.
Up and down arrows indicate higher, respectively, and lower levels than basal values. OFFS and ABPS are
multiparametric markers specifically designed to detect one or several forms of blood doping. ABPS may exploit
other blood parameters not mentioned here, such as the mean corpuscular hemoglobin concentration (MCHC),
the mean corpuscular volume (MCV), the mean corpuscular hemoglobin (MCH), erythropoietin (EPO) and the
absolute reticulocyte count(RET#).

Name Short form Number of rHuEPO doping Bloodtransfusion
parameters

Loading Maintenance Removal Infusion
phase phase

Hemoglobin Hgb 1 ↑ ↑ ↓ ↑
Hematocrit Hct 1 ↑ ↑ ↓ ↑
Red Blood cells Rbc 1 ↑ ↑ ↓ ↑
Reticulocytes Ret% 1 ↑ ↓ ↑ ↓
OFF-score OFFS 2 → ↑ ↓ ↑
Abnormal Blood Profile Score ABPS 2–12 ↑ ↑ ↓ ↑
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FORENSIC APPROACH TO THE INTERPRETATION OF BLOOD DOPING MARKERS 193

Reference ranges depend on a number of factors such as age, gender and ethnic origin of the
target population, and even the type of FBC analyzer used by the laboratory. In the case of ane-
mia diagnosis, this large heterogeneity has lead the World Health Organization (WHO) to define
population-specific hemoglobin (Hgb) cut-off values that take into account age, gender, exposure to
altitude and certain specific physiologic conditions such as pregnancy. The impact of the same fac-
tors has also been studied in detail in elite athletes (Sharpeet al., 2002). A recent model, where these
factors are made explicit, allows sports federations to implement a ‘no-start’ rule for heterogeneous
populations of athletes (Robinson, 2007). In both clinical and doping fields, reference ranges based
on population distributions are currently the most common method for the interpretation of blood
parameters.

Reference ranges based on the distribution of single samples from a large number of subjects
depend on both intra- and inter-individual variability. Interestingly, when the ratio of intra-individual
variation to inter-individual variation is low (Harris, 1974), better diagnosis or detection is possible
when using the subject as his/her own reference. For example, the use of an individual’s previous
values for a marker has been shown to facilitate early detection of cancer (McIntosh & Urban, 2003).
Similarly, blood doping detection can be enhanced by taking into account previous individual values
for a specific blood parameter, leading to the idea of a blood passport (Malcovati et al., 2003).
Recently, a method has been developed in which decision is based solely on the previous test history
of the individual under scrutiny (Sharpeet al., 2006). This method, called third-generation approach
(3G), defines reference changes by using a universal within-subject variance estimated from different
cohorts of top-level athletes.

The aim of this paper is to allow anti-doping organizations to bring reliable evidence of blood
manipulation in front of a disciplinary panel from indirect markers of doping. The problem of inter-
pretation of blood parameters is tackled from the perspective of Bayesian statistics (Gelmanet al.,
2004). An empirical hierarchical Bayesian network (BN) that focuses on blood doping detection is
developed. Firstly, the BN is used for the determination of the probability of a test result conditional
on several variables and/or factors. Secondly, we demonstrate how the same BN can be naturally ex-
tended to analyse and classify a full sequence of individual blood parameters. Thirdly, we show how
the prevalence of blood doping can be estimated for a reasonably large population when a node mod-
eling the effect of blood doping is introduced in the BN. We finally show how this last application
allows anti-doping organizations to prosecute cases in function of the plausibility of doping.

2. Model

2.1 First paradigm: detection of an abnormal sample

An athlete may be excluded from a competition if the analysis of his/her blood sample collected just
prior the competition reveals an abnormal value for a blood parameter. In this paradigm, the decision
rule is based on an arbitrary threshold of the specificity of the blood parameter, and not on a true
evidence of blood manipulation.

Let x represent a test result andI some information that is available prior to the test. The goal
is to provide a probabilistic framework to estimate the conditional probabilityP(x|I ). For the sake
of simplicity, let the variablex have only one scalar component (extension to a multivariate model
is straightforward). Thus,x may represent one of the blood markers listed in Table1. Assuming
that previous test results{x1, . . . , xn−1} have been obtained from an individual, the problem is to
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194 P.-E. SOTTASET AL.

estimate the probabilityP(xn|{x1, . . . , xn−1}, I ′) of a new test resultxn. This scenario illustrates
the classical paradigm of the no-start rule where a decision is sought given a unique valuexn, and
not the full sequence{x1, . . . , xn}. This sequence{x1, . . . , xn−1} may rather be considered as a
historical baseline, preferably obtained in out-of-competition tests. The variableI ′ consolidates all
prior knowledge or evidentiary values contributed by external factors and known to influencexn by
different specialists in the field (hematologists, sports medicine physicians, forensic scientists, etc.).
The number and type of such factors may vary and their choice may depend on the current knowledge
in these fields. In our case, we decided to use five factors known to influence blood parameters
(Sharpeet al., 2002): gender (F1), ethnic origin (F2), altitude (F3), age (F4), sport discipline (F5), as
well as the type of FBC analyzer (F6) (Ashendenet al., 2004; Robinsonet al., 2005). The conditional
probability distributionP(xn|{x1, . . . , xn−1}, F1, . . . , F6) can be then used in conjunction with a
decision rule to define reference values for thenth test for the tested individual. For example, if
the prevalence of doping is not known and assumed to be zero, a decision rule can be specified
that reflects a given specificity level, typically 99 or 99.9%. Athletes presenting a new test resultxn

higher than the 99 or 99.9 percentile of the distribution may be then excluded from the competition.
In our model, the conditional probabilityP(xn|{x1, . . . , xn−1}, F1, . . . , F6) is estimated via a

BN. BNs have been successfully used in many real-world situations where the probability of one
event depends on the probability of a previous event (Taroniet al., 2006; Jensen & Nielsen, 2007).
In such cases, historical and/or published data can be used to define the prior distributions as well
as the causal relationships between variables. Considering two recent hierarchical models for the
interpretation and/or monitoring of biomarkers (McIntosh & Urban, 2003; Sottaset al., 2007a,b), let
us (1) assume a normally distributed variable and (2) define priors, not on the blood parameter itself,
but rather on the internal parameters of its distribution, such as the meanμ and standard deviation
σ in case of a Gaussian distribution. A graphical representation of the BN is shown in solid line in
Fig. 1. The nodes for the variableμ and the blood parameter are taken Gaussian. Since the variable
σ is restricted to be positive, we took a log-normal distribution for theσ node. This BN can be
interpreted as a hierarchical or multilevel model partitioned into the following within-subject (or
level-1) model:

Xn|μ, σ ∼ N(μ, σ 2) (1)

and between-subject (or level-2) models:

μ|μ̄, τ ∼ N(μ̄, τ2)
(2)

σ |φ, ϕ ∼ LogN(φ, ϕ),

in which the factorsF1, . . . , F6 are either fixed or time-varying covariates. The values ofμ̄ can
be obtained from a large-scale study (Sharpeet al., 2002). For example, for Hgb,̄μ is equal to
149 g/l for Caucasian, male, non-endurance athletes aged between 19 and 24 years, and performing
at low altitudes. The remaining three unknown parameters (τ, φ, ϕ) can be inferred from data by an
expectation-maximization (EM) algorithm after homogenization of the parameterμ̄. Estimates are
given in Section4.

The network can be run iteratively so that each new test resultHgbn produces a new posterior
distributionp(Hgbn+1) as a function of the factorsF1, . . . , F6. These factors may or may not depend
on n: gender, ethnic origin are fixed covariates, while the others are time-varying covariates. Like
in any empirical Bayesian approach, the network does not require all information to be present and
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FORENSIC APPROACH TO THE INTERPRETATION OF BLOOD DOPING MARKERS 195

FIG. 1. In solid line: BN for the interpretation of blood doping markers. Each node represents a variable and each arc a causal
relationship. The first line represents heterogeneous factors, the second line the mean and standard deviation of a series of
longitudinal blood data, and the last line, the hematological variable (Hgb or ABPS). Effects of factors on the mean were
taken into account with a model developed with a large number of athletes (Sharpeet al., 2002), except for the analyser
(Ashendenet al., 2004; Robinsonet al., 2002). For instance, an increase in altitude from sea level to an altitude higher than
1730 m induces an increase of 15 g/l of the mean Hgb for male subjects. The BN (solid line) can be viewed as a hierarchical
model with two levels and six fixed or time-varying covariates. Any model describing causal relationships between variables
can be integrated in this framework in the future. In dashed line: addition of ablood dopingvariable with two states: [doped,
not doped]. A model of blood doping (rHuEPO doping and blood transfusion) has been developed from data obtained from
clinical trials as well as from data obtained from elite athletes simultaneously identified as doping by another direct test
(homologous blood transfusion or rHuEPO urine test). When applied to blood data collected just before a large competition,
the network can estimate the prevalence of blood doping. When applied to individual athletes, the network can return the
probability of doping, either on a unique sample or on a full sequence of a hematological parameter.

can handle missing values. The availability of all factors simply helps decrease overall variance of
the blood parameter: the larger the amount of information, the higher the sensitivity. Reference
values for test resultHgbn+1 can be found via the application of a decision rule onp(Hgbn+1).
Prior to the first test, the distributions onμ andσ are the same for all subjects with same factors.
They represent prior inter-individual variability ofμ andσ . As soon as new tests are performed on
a specific individual, the network progressively learns the characteristics of that individual so that
the distributions ofμ andσ are progressively reduced to individual, single values ofμ andσ . Two
examples illustrating this process are presented in Section4.

2.2 Second paradigm: detection of an abnormal sequence

To the best of our knowledge, there is currently no formal method to interpret a longitudinal sequence
of blood parameters in the anti-doping field. This is surprising since the interpretation of a full
sequence may be more efficient in identifying cheating athletes than the interpretation of a single
test result as presented in the last section. An example of sequence classification for the detection
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196 P.-E. SOTTASET AL.

of growth hormone can be found in the literature (Brown et al., 2001). An abnormal sequence is a
sequence that contains at least one abnormal individual value, but possibly also an abnormally high
overall variance, or any combination of these two. A method that detects any of these disturbances
may be used by sport authorities to instigate target-testing of suspicious athletes, and/or to lead to a
sanction if the evidence is strong enough.

For our purposes, let us define a log-likelihood function as follows:

L =
− log(P({x1, . . . , xn, F1, . . . , F6})

n
, (3)

where the factorsF1, . . . , F6 may or may not depend onn, as seen before. This log-likelihood can
be estimated with the BN using the recursive relation

P({x1, . . . , xn}|F1, . . . , F6) = P(xn|{x1, . . . , xn−1}, F1, . . . , F6) ∙ P({x1, . . . , xn−1}|F1, . . . , F6),
(4)

from which we retrieve the conditional probability as described in the last paragraph. The log-
likelihood L can be used in combination with a decision rule to classify the full sequence{x1, . . . ,
xn}. For example, a threshold can be defined as a function of a desired specificity level, typically 99
or 99.9 %. In spite of the presence of the factorn in the denominator, the sensitivity versus speci-
ficity of L remains dependent on the numbern of test results: in general, a higher number of tests
leads to higher sensitivity at a given level of specificity. Therefore, if constant specificity is desired,
the threshold should be modified as a function ofn. In practice, we can expect highest sensitiv-
ity if the test results are obtained from samples equally distributed between out-of-competition and
pre/in-competition states.

2.3 Prevalence of blood doping

We have recently stressed the importance of statistical measures such as the prevalence and predic-
tive positive values (PPV) in the interpretation of anti-doping tests (Sottaset al., 2006, 2007a,b).
The PPV is considered as the gold standard for medical diagnostic testing because this statistics
provides the probability that a positive test actually reflects the underlying condition that is being
tested for (Altman & Bland, 1994). In the forensic literature, it is often believed that the value of the
evidence is appropriately described by a likelihood ratio (Edwards, 1970). This is mainly due to the
fact that the decision maker lacks relevant information to assess a prior probability of guilt. Today,
because all indirect markers of doping are based on a desired level of specificity—rather than predic-
tive values—it is not possible to exclude that all positive cases are false positives only: this scenario
happens when the test is run many times in a population with prevalence equal to zero. This is highly
problematic given the current increase in the number of anti-doping tests. This false-positive fallacy
(Aitken & Taroni, 2004) is one form of the prosecutor’s fallacy that results from misunderstanding
the idea of multiple testing: the size of the number of tests elevates the likelihood of finding a match
by pure chance alone.

Three important prerequisites are necessary to estimate the prevalence of blood doping. Firstly, a
universal marker of blood doping is needed. Universality resides in the fact that the blood parameter
must have similar discriminative power independently of the method of blood doping. In contrast
to the OFF-score (Goreet al., 2003), both Hgb and ABPS are sensitive to rHuEPO regardless of
treatment timing as well as to any form of blood transfusion (Sottaset al., 2006). Although both
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FORENSIC APPROACH TO THE INTERPRETATION OF BLOOD DOPING MARKERS 197

Hgb and ABPS can theoretically be used to estimate the prevalence, ABPS is a better candidate
since this marker offers a higher discriminative power and is more resistant to hemodilution and to
strong physical activity (Sottaset al., 2006). Secondly, a quantitative model describing how blood
doping affects the blood parameter should be developed. It is imperative that such a model be de-
veloped with data obtained from clinical trials that replicate as close as possible doping habits in
the target population. Obtaining such data directly from elite athletes in real conditions of testing
may lead to even superior results. As shown in Section3, the data we used were obtained from
blood samples withdrawn from elite athletes which were simultaneously identified as doped by ei-
ther the rHuEPO urine test (Lasne & de Ceaurriz, 2000) or the homologous blood transfusion test
(Nelsonet al., 2002). Other data were obtained from a clinical trial whose aim was precisely to im-
itate rHuEPO doping supposed to be taking place in some endurance sports. Thirdly, the knowledge
of the prior distributions for the factorsF1, . . . , F6 is needed for the population of athletes for which
the prevalence must be estimated. In other words, one should obtain estimates of the proportion of
the various ethnic origins, the distribution of the ages of the athletes, gender proportions, types of
analysers used for the measurements, the sport discipline and some information about exposure to
altitude. All this information can be easily recorded during blood analysis, with the possible ex-
ception of altitude. The manner in which the altitude factor is taken into account needs still to be
standardized.

In Fig. 1, a discrete node representing the covariable ‘blood doping’ has been added in dashed
line. The new node is binary with the two states beingdopedandnot doped. The prior distribution of
this node represents the prevalence of blood doping. The models for the causal relationships between
this node and the variablesμ andσ are obtained by an EM-type algorithm and shown in Section4.
The BN described in the previous sections can be retrieved if the prevalence is set to zero, i.e. for
a prior equal to [0%, 100%]. Models that represent the causal relationships in the former BN are
based on control subjects only, whereas the latter BN requires models developed on data collected
on doped subjects.

For each possible value of the prevalence (between 0 and 100%), the BN returns a different
marginal distribution for ABPS. Let us compute the cumulative distribution function (CDF) of ABPS
for different values of the prevalence. Similarly, let us compute the empirical cumulative distribution
function (ECDF) with the actual ABPS values obtained from the population for which we would
like to estimate the prevalence. Various methods can be used to estimate the prevalence from the
CDFs returned by the BN and the ECDF computed with athletes data (see Figs4 and5 for a graphi-
cal representation of ECDFs). For example, let us apply a distance measure—such as a one-sample
Kolmogorov–Smirnov distance—to the CDF returned by the BN for a given prevalence and the
ECDF computed with athletes’ data. Such distance can be minimized by usual maximum likelihood
techniques: the closer the ECDF to the CDF, the higher the odds that the population has the corre-
sponding prevalence. Another way to estimate the prevalence is to compute the ratio between two
areas: the area between the actual ECDF and the CDF obtained with a prevalence of 0% and the area
between the two CDF obtained with prevalence of 0 and 100%. The ratio of these areas provides an
estimate of the prevalence. This latter method is attractive because of shorter computer time since
the BN is only used in that case to accommodate for heterogeneous factors. The precision of the
estimate depends on the number of samples: the higher the number, the more accurate the estimate.
If we would like to estimate the prevalence from a set of samples in which there is more than one
sample per individual, ECDFs may be generated by Monte Carlo sampling using the same data struc-
ture, i.e. same number of samples per athlete and same heterogeneous factors. In this latter scenario,
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198 P.-E. SOTTASET AL.

the simulated ECDF may significantly deviate from a normal distribution. ECDFs and prevalence
estimates are given in Section4 for various sets of blood samples.

Finally, with known prevalence, it is possible to run the same BN to estimate the true, posterior
probability of doping of one single, individual athlete who is part of the population for which we
estimated the prevalence. The methodology is the same as the one presented above for the application
of the no-start rule. The prior on the blood doping variable is obtained from population statistics,
whereas a likelihood ratio is derived from individual test results of the marker. Interestingly, this
method allows us to determine the posterior probability that an athlete is doped in the light of the
test result. It is then the duty of the person in charge of the decision to define a decision rule based
on this probability of doping (see Section5).

3. Methods

3.1 Implementation of the BN

The BN was implemented on Matlab version 7.3.0, with Statistics Toolbox version 5.4, Matlab Com-
piler version 4.5 and the Bayes Nets for Matlab package (Murphy, 2001). A standalone application
running the model on a personal computer is available upon request to the authors. In Fig.1, the BN
has six discrete factors (squares) and three continuous nodes (circles). A binary node has been added
in dashed line (two states: [doped, not doped]). Because the BN package cannot handle continuous
log-normal nodes, we discretized the marginal distribution of nodeσ into 10 equally spaced steps
(from the 0.1 to the 99.9 percentile of the distribution) during parameter (τ, φ, ϕ) learning. For the
application of the BN, we use 100 steps instead.

Each arc in the BN represents a causal relationship. The effect of each covariableF1 to F5
on the mean̄μ of variableμ has been modeled thanks to a large-scale study published bySharpe
et al. (2002). The effects of gender [male, female], ethnic origin [Caucasian, Asian, African, Ocea-
nian, Others], age [<19 years, 19–24 years,>24 years], altitude [<610 m, 610–1730 m,>1730
m], sport [endurance, non-endurance] were assumed independent (taken from Table 5 of the ap-
pendix bySharpeet al. (2002) for Hgb). Instrument bias (covariableF6: [Sysmex, Bayer Advia,
Beckman Coulter, Abbott Cell-Dyn]) has been taken into account from data published byRobinson
et al. (2005) andAshendenet al. (2004). Prior distributions of the covariablesF1, . . . , F6 should
be typically built from information about the athlete under scrutiny—for the detection of abnor-
mal values—or information about the entire population—for the estimation of the prevalence. In
the latter case, e.g. and for an endurance competition in which only male athletes take part, gender
has [100%, 0%], sport [100%, 0%] as priors. For a general use of the BN when some informa-
tion is missing, we choose priors as follows: [50%, 50%] for gender, [40%, 20%, 20%, 10%, 10%]
for ethnic origin, [20%, 40%, 40%] for age, [70%, 20%, 10%] for altitude, [50%, 50%] for sport,
[40%, 40%, 10%, 10%] for instrument. We used the version of ABPS that relies on seven blood pa-
rameters which can be measured on a portable analyser: Hgb, Hct, red blood cells, mean corpuscular
volume, mean corpuscular hemoglobin, mean corpuscular hemoglobin concentration and reticulo-
cyte percentage (Sottaset al., 2006). In order to determine the effects of the factors on ABPS, we
computed ABPSs using all possible combinations of the factors (with data from Tables 4 and 5 in
the appendix bySharpeet al. 2002). This is a first-order approximation because ABPS does not
necessarily respond linearly to a change in one of its parameters (Sottaset al., 2006). This problem
will be addressed in future work by making all blood parameters explicit in the BN.

D
ow

nloaded from
 https://academ

ic.oup.com
/lpr/article/7/3/191/931338 by guest on 24 M

ay 2023



FORENSIC APPROACH TO THE INTERPRETATION OF BLOOD DOPING MARKERS 199

The set (τ, φ, ϕ) of remaining parameters were estimated using blood data obtained from control
subjects for the models drawn in solid line in Fig.1, and from doped subjects for the models drawn
in dashed line. Blood samples were withdrawn and analysed according to the pre-analytical and
analytical guidelines of the Lausanne Blood Protocol (Robinson, 2007).

3.2 rHuEPO clinical trial

The aim of this randomized double-blind study was to replicate rHuEPO doping habits known to
be taking place in some sports (Robinsonet al., 2002; Sottaset al., 2006). The key point was to
gather volunteers with Hct levels very close to 50%, the cut-off limit established by the International
Cycling Union. Indeed, cyclists seem to adapt their rHuEPO treatment as a function of their Hct
levels that are easily measurable with a micro centrifuge. A total of 32 healthy Caucasian males
(aged 19–36 years) participated in this study: eight subjects received subcutaneous injections of 40
IU/kg of EPREX three times a week (group R40), eight subjects 80 IU/kg doses (group R80), eight
subjects received placebo (group P) and the last eight subjects (group NT) received no treatment.
rHuEPO administration in R40 and R80 groups was individualized as follows: full dosage for Hct
below 45%, half dosage for Hct between 45 and 50% and substitution by isotonic saline when Hct
exceeded 50%. Dosages were individualized for each athlete, with total doses ranging between 20
and 65 kIU. The study lasted 60 days, with an administration phase of 30 days. All groups, with
the exception of the NT group, also received weekly intravenous infusions of iron (Venofer) and
daily tablets of B12 and folic acid. A total of 510 blood samples (178 positive, 332 negative) were
analysed on a Cell-Dyn 4000 instrument (Abbott Diagnostics Division, Baar, Switzerland).

3.3 Elite athletes as control subjects: the DFSS study

A group of 22 top-level elite endurance athletes, 11 males and 11 females, all Caucasian and aged
21–35 years participated in a study called Doping Freier Spitzen Sport (DFSS) and mandated by
the Swiss Federal Office for Sport to assess the feasibility and utility of introducing a hematological
passport in Switzerland and to promote drug-free sports. Regular anti-doping tests were conducted
on each athlete over a period of 2 years (6 blood and 11 urine samples on the average), returning
only negative test results. Hematological parameters were obtained with a GENS analyzer (Beckman
Coulter International, Nyon, Switzerland) on 72 male and 63 female blood profiles. Reticulocytes
were standardized to take into account instrument bias (Ashendenet al., 2004).

3.4 Positive blood samples during routine controls

Our laboratory is accredited to run the rHuEPO urine test (Lasne & de Ceaurriz, 2000), and the
homologous blood transfusion test (Nelsonet al., 2002). Two different instruments were used to test
10 blood samples withdrawn from athletes who simultaneously tested positive to the rHuEPO urine
test: reticulocytes were measured with a Sysmex R-500 system (Sysmex, Norderstedt, Germany),
and a Beckman Coulter Act-Series instrument (Beckman Coulter International) was used to deter-
mine Hgb and Hct parameters. A Sysmex XT-2000i instrument (Sysmex) was used on 11 blood
samples positive for the homologous blood transfusion test.
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3.5 Amateur athletes as control subjects

Two different longitudinal studies, each lasting 2 months, were conducted on, respectively, 22 and
25 male amateur athletes (Caucasian, aged 20–30 years). A total of 347 blood profiles from the first
study were analysed with an Advia 120 instrument (Bayer Diagnostics, Zurich, Switzerland), and
225 samples from the second study were analysed with a XT-2000i analyzer (Sysmex).

4. Results

4.1 Data exploration and parameter learning

Several analyses were carried out on the data obtained from control athletes (1040 control sam-
ples from 101 athletes, with 135 control samples from 21 elite athletes). Serial correlation was first
studied for both Hgb and ABPS. Autocorrelation functions and a non-parametric test of serial in-
dependence (Ghoudyet al., 2001) were computed for the 101 sequences. Evidence against serial
independence was found (p < 0.05) on six, respectively four, sequences from the clinical trials for
Hgb, respectively ABPS. No evidence was found against independence on the 21 sequences from
elite athletes for both Hgb and ABPS. This is not surprising since athletes participating in the clini-
cal trials were tested every 4 days on the average, whereas elite athletes from the DFSS study were
tested every 3 months on the average. To effectively address this problem, we propose that conse-
quent test results should be taken at least 5 days apart. Explicit accommodation of serial correlation
may be considered in future work.

Subsequent test results separated by less than 5 days were thus omitted, leaving 595 samples
from 101 athletes. After accommodation of gender, age, sport discipline, altitude, ethnic origin and
instrument covariates for̄μ, an unbalanced one-way analysis of variance with between- and within-
subject components was carried out. We obtained estimates of 66.0 and 19.4, 0.36 and 0.13, for the
between- and within-subject variance of Hgb and ABPS, respectively. These values were used as
prior information to facilitate the learning of the set of parameters (τ, φ, ϕ) with the EM algorithm.
Iterative use of the EM algorithm returned the following estimates on the subset of 595 control
samples:τ̂ = 7.6, φ̂ = 1.7, ϕ̂ = 0.10 for Hgb andτ̂ = 0.64, φ̂ = −0.86, ϕ̂ = 0.06 for ABPS.
The same procedure applied to the data from elite athletes only did not return significantly different
estimates. This is a promising result for the application of the model for testing athletes both out- and
in-competition. Interestingly, a within-subject variance of 39.84 (the variance of 3G) corresponds
to the 90 percentile of the distribution ofσ for Hgb. Finally, no evidence of larger within-subject
variations has been found for women athletes; however, the set was much smaller: only 63 samples
from 10 subjects. These parameters may be adapted in the future as new blood data from control
athletes become available.

4.2 Two examples of the application of the Bayesian approach

In the first example, we present the results of the BN for the interpretation of longitudinal Hgb
data collected on an elite female Caucasian endurance athlete, aged 31 years, living at low altitude.
Figure 2A shows the results of the Bayesian approach for a specificity of 99.9%, as well as a
population-based threshold fixed at 160 g/l. Initial threshold found by the BN is 166 g/l. In other
words, if 1000 athletes with same characteristics as that athlete were tested, only one first test on the
average would yield a Hgb level higher than 166 g/l. First test result is 139 g/l. The second threshold
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FIG. 2. (A) Solid line: longitudinal Hgb data of a female elite athlete (see text for details). Dashed line: threshold limit values
returned by the Bayesian approach for a specificity of 99.9%. Dotted line: traditional population-based limit (here 160 g/l).
(B) Solid line: longitudinal ABPS data from a volunteer amateur athlete who participated to a rHuEPO clinical trial: five
baseline readings during 2 weeks prior to rHuEPO treatment, five test results during 4 weeks of rHuEPO administration,
three test results post-treatment. Dashed line: threshold limit values returned by the Bayesian approach for a specificity of
99.9%. A test is positive if a measured value is higher than the corresponding threshold (this happened seven times out of
eight here).

becomes 160 g/l with this new evidence. On the average, only one in 1000 athletes with same char-
acteristics as this athlete and an initial test value of 139 g/l should have a value higher than 160 g/l
in a second test. The thresholds progressively adapt as soon as new test results are introduced. Since
there are no time-varying covariates in this example—all tests were carried out with the same instru-
ment and the athlete remained at the same, low altitude—the threshold becomes close to the mean
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plus 3.09 times the standard deviation of previous values for a specificity of 99.9% for a high num-
ber of baseline readings. In this example, no Hgb test result was found superior to the corresponding
threshold returned by the BN. In contrast to the population-based threshold, the limits returned by
the BN have constant specificity (99.9% in this case) as a function of the information available to
the decision maker at the time the decision is made. It should be noted that lower limits can also be
defined in addition to upper limits, to detect blood removal, e.g.

The second case concerns an amateur male Caucasian non-endurance athlete, aged 25 years,
living at low altitude, who participated to the rHuEPO clinical trial in the R40 group. Figure2B
represents longitudinal ABPS data as a function of rHuEPO treatment. Five blood samples were
collected prior to rHuEPO administration, with ABPSs ranging from−1.11 to−0.37. A negative
ABPS value is considered to be normal, a positive value inferior to 1 is considered to be suspicious,
whereas a score higher than 1 is indicative of an abnormal blood profile, independently of hetero-
geneous factors (Sottaset al., 2006). Initial threshold obtained for ABPS is 1.37 for a specificity of
99.9%, a value that decreases to 0.56 when the five baseline readings are taken into account. Hgb
levels were measured between 147 and 157 g/l before treatment of the athlete. The treatment com-
prised 4 injections of 40 IU/kg (when Hct< 45%) and 10 injections of 20 IU/kg (when 45%<
Hct < 50%) during a period of 1 month. Figure2B shows the ABPS data of five blood samples
collected during this period (0.6< ABPS< 1.2, 156< Hgb < 167). Three blood samples (0.46<
ABPS< 1.05, 161< Hgb < 163) were withdrawn during the 2-week post-treatment. Of the eight
samples collected during and after treatment, seven samples yielded ABPS values superior to the
0.56 threshold limit value (sensitivity = 87%), but no Hgb values superior to 170 g/l were measured
in any sample (sensitivity = 0%).

In that latter case, it was known that the five initial readings were obtained from samples collected
prior to rHuEPO administration. In routine controls, this information is lacking and initial test results
may in fact originate from ‘doped’ (and undetected) blood samples. In such a case, an excessively
high baseline for ABPS (or Hgb) may be obtained. We believe there are two ways to address this
problem: the full sequence of blood parameters should be analysed (see below), or alternatively, the
data should include out-of-competition samples. Indeed, it is likely that doping habits are different
out-of-competition than in-competition.

4.3 Population-based and 3G methods are special cases of the hierarchical Bayesian approach

Currently, only population-based thresholds have been used by some sport federations to devise ‘no-
start’ rules. From a Bayesian perspective, this simple model can be viewed as a BN with a single
Gaussian node, i.e. a degenerated hierarchical level-1 model. For Hgb, e.g. the prior distribution
of this node could be a Gaussian with mean and standard deviation of 149 and 9 g/l, respectively.
A limit at 170 g/l, respectively 175, would then correspond to the 99.8, respectively 99, percentile
(equivalent to a rate of false positive of 1/500, respectively 1/100). The reference ranges recom-
mended by WHO for the diagnosis of anemia are more sophisticated: they take into account age,
gender, residence altitude and certain specific physiological conditions such as pregnancy. These
factors have been implemented in the BN of Fig.1 as discrete covariables.

3G is a recent model that assigns individual reference changes by removing between-subject
variations of a blood parameter (Sharpeet al., 2006). 3G can be viewed as a reduced hierarchical
level-2 model and implemented as a BN of three nodes:μ, σ and the blood parameter, withμ
Gaussian with a non-informative prior, andσ degenerated to a unique state (the universal variance of
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3G). In other words, the BN drawn in solid line in Fig.1 is 3G with added covariables and informative
priors. In practice, we verified that removing this information from the BN (this corresponds to take
the set of parametersτ = +∞, φ = log(

√
39.86), ϕ = 0 independently of all factors) returned

exactly the same threshold values as those given by 3G on longitudinal Hgb data. This suggests
that 3G may have a better sensitivity than the full BN only if the models representing the causal
relationships between the factors andμ̄ are biased and/or erroneous.

4.4 Sensitivity versus specificity for the detection of an abnormal sample

The sensitivity versus the specificity of the BN when applied to all blood data assembled from the
various clinical trials is shown in Fig.3. A receiving operating characteristic curve is plotted for Hgb
and ABPS. For Hgb, a 175 g/l limit for men and a 160 g/l limit for women returns a sensitivity of
7.0% (14/199) for a rate of false positives of 0.87% (9/1040), i.e. a PPV of only 61% (14/23). Since
the prevalence is non-marginal on this dataset (16%, 199/1239), it is possible that such a population-
based limit yields more false positives than true positives when applied as a ‘no-start’ rule in some
elite competitions. The significantly higher sensitivity achieved by 3G confirms the opinion that
removing between-subject variability is indeed useful (Sharpeet al., 2006). However, it should be
noted that a threshold leading to a theoretical rate of false positives of 1/1000 (z-score> 3.09,Sharpe
et al.2006) returned a sensitivity which was twice lower (7/199) than a population-based threshold
at 175 g/l. Clearly, this analysis suggests that a different threshold should be applied to benefit from
the actual better sensitivity of 3G. The Bayesian approach yielded the best sensitivity for a given
specificity level. These results also confirm the superior performance of the multiparametric ABPS
marker (Sottaset al., 2006).

FIG. 3. Receiving operating characteristic curve computed for, bottom to top, a population-based threshold for Hgb (plain
dashed), 3G for Hgb (plain dotted), Bayesian approach for Hgb (plain solid), population-based for ABPS (bold dashed) and
Bayesian approach for ABPS (bold solid). Data: 1239 blood profiles (1040 negative, 199 positive) from 122 athletes. A
log-linear scale plot is used since only a low rate of false positives matters.
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4.5 Sensitivity versus specificity for the detection of an abnormal sequence

Up to now, we focused on the analysis of data in situations where one sample is compared to pre-
vious ones for the detection of abnormal levels of a blood parameter. When presenting sensitivity
versus specificity results, we made the assumption also made bySharpeet al. (2006), that the initial
samples correctly depict a basal level of the blood parameter for an individual. In routine controls,
this information is not available and it cannot be excluded that the initial samples are affected by
rHuEPO abuse or blood transfusion. In case of such a doping scenario, the tested athlete would give
an artificial impression of a naturally elevated level of a blood parameter. If so, the detection of an ab-
normal sequence instead of an abnormal selective value may be more effective in detecting cheating
athletes. To verify this assertion, we computed the negative log-likelihoods (nLLs) of (3) for all indi-
vidual sequences of ABPS that have a number of samples higher than four. The 82 control sequences
(957 samples, one sequence per subject) had nLLs falling between 0.25 and 1.38. The 16 sequences
obtained from the doped volunteers (255 samples, one sequence per subject) returned nLLs between
1.09 and 29.0. With one exception (the lowest value at 1.09), all sequences had nLL values superior
to 1.4. A sensitivity of 94% (15/16) is achieved before a false positive appears among the 82 control
sequences. It should be noted that the lowest value of 1.09 was obtained from a volunteer athlete
who received very small amount of total rHuEPO (21 kIU during 30 days of treatment). Such an
excellent discriminating power suggests that thissequence analysisparadigm may provide the basis
for an efficient anti-doping policy. Indeed, virtually any kind of blood manipulation is likely to be
detected with a high sensitivity if the full series of longitudinal blood data is analysed. Extremely
high nLL levels that cannot be explained by a particular physiological state of the athlete may also
lead to a sanction.

4.6 Prevalence of blood doping

We applied the same learning procedure to determine the set of parameters(μ̄, τ, φ, ϕ) for the causal
relationships between the ‘doped’ state of the ‘blood doping’ variable and the variablesμ andσ for
ABPS. Iterative use of the EM algorithm on the data from doped subjects (199 samples, 35 subjects,
after accommodation of the heterogeneous factors) returned estimates ofˆ̄μ = 0.94, τ̂ = 0.60, φ̂ =
−0.16, ϕ̂ = 0.35. Predictably, the variableμ has a higher mean (doping increases ABPS), and a
smaller variance for the ‘doped’ state than the ‘not doped’ state. Clearly, doped athletes have their
Hgb or Hct to a level just below the threshold. Similarly, the variableσ is characterized by a higher
geometric mean (blood doping increase within-subject variance) and a higher geometric variance
(athletes with low basal levels of Hgb or Hct have a high increase; athletes with already high basal
levels a small increase). In a further step, we generated Monte Carlo samples from the BN, firstly
with prevalence set to 0% with same data structure (i.e. the same number of samples per athlete)
as for the control athletes, and secondly with prevalence set to 100% with a data structure match-
ing the data structure of doped athletes. The corresponding ECDFs are shown in Fig.4. The actual
ECDFs obtained from the blood profiles are also plotted. Disregarding some fluctuations due to sam-
pling variations, the simulated and actual ECDFs are very similar. Finally, the ECDF computed with
all 1239 samples is also shown. Unsurprisingly, the latter ECDF falls within the former ECDFs.
In fact, any set of ABPS values should produce an intermediate ECDF, as a function of the pro-
portion of ‘doped’ samples in the set. Any deviation from the left ECDF indicates the presence of
‘doped’samples in the population. The ratio of the areas between the ECDFs (see Section2) is equal
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FIG. 4. ECDFs of ABPS. Left: actual blood data from control athletes (1040 samples, dashed), 20 800 samples generated by
the BN with prevalence set to 0% (solid). Right: actual blood data from doped athletes (199 samples, dashed), 19 700 samples
generated by the BN with prevalence set to 100% (solid). Dotted: all blood samples (1239 samples), in which the proportion
of ‘doped’ samples is equal to 16%. All data after prior accommodation of the heterogeneous factors.

FIG. 5. ECDFs for ABPS data collected from elite athletes. ECDFs calculated from 20 000 Monte Carlo samples drawn with
the BN with a prevalence set to 0% (left) and 100% (right), in taking into account population heterogeneous factors (thus
the differences with the ECDFs of Fig.4). The ECDFs are not necessarily Gaussian. Dotted line: ECDF obtained from 157
blood samples from elite athletes of which 21 samples are positive (prevalence of 13%). Apart from some fluctuations due
to sampling variations, the ECDF obtained from actual data falls in between the generated ECDFs: departure of the dotted
ECDF from the left ECDF suggests an abnormally high number of elevated ABPSs in that population. The area between
the right ECDF and the left ECDF divided by the area between the dotted ECDF and the left ECDF is an estimator of the
prevalence: this ratio is equal to 13% here.
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TABLE 2 Estimates of the prevalence for various sets of data (see Section3). In order to take into account
sampling variations,1000bootstrap samples were drawn for each estimate. The median and95 percentiles
are provided. Precision of the estimate depends on the size of the population. Lines1, rHuEPO clinical trial;
2, DFSS study;3, control amateur athletes;4, elite athletes simultaneously tested positive to rHuEPO in urine
or to homologous blood transfusion;5, all data from elite athletes;6, all data.

Data No. of samples No. of positive Prevalence (%) Estimate (%) 95% interval

rHuEPO clinical trial 510 178 35 31 [25, 36]
DFSS study 136 0 0 0 [0, 7]
Amateur athletes 572 0 0 0 [0, 1]
Doped elite athletes 21 21 100 100 [83, 100]
Elite athletes 157 21 13 13 [3, 24]
All data 1239 199 16 15 [12,18]

to 0.15. This estimate of the prevalence is very close to the true prevalence of that dataset (16%,
199/1239).

The estimates of the prevalence for various sets of blood data are shown in Table2. Prior distri-
butions of the factors were defined as a function of the information available about the target popu-
lation. For example, for the elite athletes from the DFSS study, the proportion of samples collected
from female athletes is 46% (63/136). A prior of [54%, 46%] was therefore chosen for the covari-
able ‘gender’ for this dataset. Similarly, since only a GENS automated analyzer was used during this
study, the corresponding prior was [0%, 0%, 100%, 0%]. Resampling techniques were used to take
into account sampling variations: 1000 bootstrap data samples were generated for each estimate.
Despite the heterogeneity of the data, estimates are close to the actual proportion of ‘doped’ sam-
ples: the larger the number of samples, the more precise the estimate. The estimates using data from
elite athletes tested in real conditions are close to the true prevalence, suggesting that the method can
be applied safely to estimate the prevalence in elite competitions.

5. Discussion

5.1 Enhanced sensitivity via an individual baseline and heterogeneous factors

From the perspective of Bayesian decision theory, we propose a model that directly estimates the
probability of occurrence of a test result as a function of the information available to the decision
maker. This information is composed of the previous test history for the individual under scrutiny—
allowing for the removal of between-subject variance—as well as of heterogeneous factors known
to influence the levels of blood parameters—allowing for the removal of components of variance
explained by these factors. Because of the high number of variables, this framework may appear
complex at first sight. However, we believe that the testing procedure gains in clarity and fairness
by making all these variables explicit. Indeed, in the current approaches, these factors are often
hidden and not formally taken into account. Under current population-based cut-off rules, our results
confirm that there is a lot of room for athletes to dope and monitor their parameters to ensure they
would stay under the threshold limit. It is therefore not surprising that the proposed model yields a
superior specificity versus sensitivity relation.

Several variations in the structure and/or application of the BN have been evaluated. Firstly,
the BN has been shown to provide a reference range specific for an athlete prior to the test. This
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application is referred to as thesample analysis paradigm, and may be typically used to ban a
cheating athlete before a competition. Secondly, we have shown that the same BN can be used to
analyse a full sequence of hematological parameters: we refer to this application as thesequence
analysis paradigm. Detection of abnormal sequences of blood parameters may become the basis for
an efficient target-testing policy. In addition, given the extremely high sensitivity versus specificity
ratio, this method can be used to effectively sanction an athlete when the evidence derived from the
likelihood function is strong enough.

5.2 Prevalence of blood doping: an anti-doping rule based on a true probability of doping

The addition of a dichotomous ‘blood doping’ variable in the BN makes it possible to estimate the
prevalence of blood doping for a reasonably large population of athletes. This contradicts the com-
mon belief that only a test able to easily identify drug cheats can be used to estimate the prevalence.
In practice, the prevalence can typically be estimated from the samples of all competitors before a
large competition (the Grand Tours in elite cycling, all world cups and world championships, the
Olympic Games, etc.).

From a disciplinary point of view, a particular care should be taken when the evaluation of the
evidence is based on the confrontation between test results obtained from the suspicious athlete and
blood data obtained from a reference population composed of undoped athletes. In a probabilistic
framework, this scenario corresponds to base the decision on the specificity only, i.e. on the ability of
the test to correctly identify the negative cases. This is the method applied until now for the ‘no-start
rule’ which as we mentioned earlier was not an anti-doping rule per se. This is clearly unsatisfactory
because of current increase in the number of anti-doping tests. From a legal point of view, this
problem can be viewed as a false-positive fallacy in the anti-doping field. As a result, a higher level
of evidence is needed to provide enough certainty to be used for prosecution and this is what the BN
is already providing. Furthermore, with an estimate of the prevalence, it becomes possible to exclude
athletes as a function of the posterior probability of doping of an athlete, rather than as a function
of a given level of specificity. For example, let us suppose that the prevalence of blood doping has
been estimated to be 15% in a competition that includes 200 athletes. This suggests that about 30
athletes manipulated their blood. A very severe rule would be to exclude from competing and/or
sanction the 30 athletes that deviate the most from their individual baseline. A more reasonable
solution would be to exclude athletes in function of the probability that they dope as returned by
the Bayesian model. To provide a verbal scale, this probability of doping can be transformed into a
likelihood of doping, similarly to the transformation made by Hummel for paternity cases (Hummel,

TABLE 3 Likelihood of blood doping in function of the plausibility of blood
doping, following Hummel’s transformation in parentage testing.

Plausibility of doping Likelihood ofdoping

0.9980–0.9990 Practically proved
0.9910–0.9979 Extremely likely
0.9500–0.9909 Very likely
0.9000–0.9499 Likely
0.8000–0.8999 Undecided
Less than 0.8000 Notuseful
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1983; Aitken & Taroni, 2004). Table3 provides this verbal scale. For example, evidence given with
a certainty between 99.8 and 99.9% corresponds topractically proved. Another qualitative scale is
given byEvettet al.(2000), a probability of 99.9% corresponding to astrong evidence. In such case,
anti-doping organizations shall be able to prosecute those cases without the need of gathering much
further corroborating evidence. For comparison purposes, a population-based limit on the specificity
(e.g. 175 g/l for men and 160 g/l for women) returned 14 true positives for 9 false positives on
our data, i.e. a PPV of 61%. This value of the PPV can be directly translated into a probability of
doping, which in turn gives a likelihood of doping considered asnot useful. Following this reasoning,
current population-based limits have a so weak discriminative power that the level of evidence that
they provide can be considered asnot usefulfrom a legal point of view.

An opened question remains in determining which level of probability of doping is required.
Determination of the probability of guilt has been a long-standing problem in forensic sciences
(Aitken & Taroni, 2004, chapter 3.5.6). It has been suggested that the probability of guilt required
for proof beyond reasonable doubt is crime dependent (Simon & Mahan, 1971): the more serious
the crime, the greater the presumption of innocence. In the anti-doping field, the proof should be to
the comfortable satisfaction of the hearing body bearing in mind the seriousness of the allegation
that is made (Code 3.1). Based on such rule, case law will have to define whether a sanction of
2 years requires a value as high as 99.8 or 99.9% or whether a lower value is acceptable. The ‘no-
start rule’ which is not a doping rule per se might also be acceptable as soon as a level such as 90%
is reached. As the value of the probability of doping required to find an athlete doped increases, less
protection is given to the undoped athlete as it is more difficult to convict the doped athlete. If 30
doped athletes are set free in a competition of 200 athletes, their escaping justice might encourage
many of the remaining 170 to dope. Therefore, the balance between having 30 doped athletes set
free in a competition of 200 athletes and the remote risk of convicting an innocent, undoped athlete
will have to be taken into account bearing in mind the interest of the sport and of all clean athletes.
This will be the difficult role of disciplinary panels.

The recent cases where athletes have been convicted of doping and sanctioned based on indi-
rect analytical or even non-analytical reliable evidences are bound to increase in the near future,
with more investigations being conducted by enforcement agencies, appropriate national legisla-
tions being put into place and scientific development which will bring new evidence to the table.
The Bayesian model and more particularly the method to estimate the prevalence as described here
are a first step in that direction: they are designed to allow anti-doping organizations to prosecute
athletes for which the evidence is derived not only from the discovery of a prohibited substance in
the athlete’s sample but also from indirect markers of doping.
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