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Some important statistical issues courts should consider in their assessment
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When many individual plaintiffs have similar claims against the same defendant, often it is more
efficient for them to be combined into a single class action. Due to their increased complexity and
larger stakes, in the USA there are special criteria a party seeking to proceed as a class action needs
to satisfy. Statistical evidence is often submitted to establish that the members of the proposed class
were affected by a common event or policy. In equal employment cases involving an employer with
a number of locations or subunits, defendants may argue that the data should be examined separately
for each unit, while plaintiffs may pool the data into one or several large samples or focus on a few
units in which statistical significance was observed. After describing the statistical issues involved,
it will be seen that requiring plaintiffs to demonstrate a statistically significant disparity in a pre-set
fraction, e.g. majority of the subunits is too stringent as the power of the statistical test to detect a
meaningful disparity in most subunits is too small. On the other hand, when many statistical tests are
calculated on data from a fair system, a small percentage of significant disparities will be obtained.
Thus, allowing a class action to proceed if the plaintiffs can demonstrate a statistically significant dif-
ference in a few subunits is too lax. The use of established methods for combining statistical tests for
data organized by appropriate subgroups will be illustrated on data from two recent cases. Using the
concept of power, the expected number,E, of subunits in which a statistically significant result would
occur if there were a legally meaningful disparity can be determined. Then the observed number,O,
of units with a significant disparity can be compared toE, to see whether data are consistent with a
pattern,O close toE, indicating unfairness orO clearly less thanE, reflecting fairness. Without such
a comparison, the number of units with a statistically significant disparity is not meaningful. Both
parties inDukesv. Wal-mart introduced summaries of thep-values of many individual statistical
tests that grouped them into a small number of categories. An appropriate overall procedure com-
bines them into a single summary statistic. This analysis shows that the promotion data for the 40 or
41 regions in the Wal-mart case are consistent with an overall system in which the odds an eligible
female being promoted were about 70–80% of those of a male. A similar analysis of thep-values of
Wal-mart’s subunit regressions also is consistent with a general pattern of a degree of underpayment
of female employees relative to that of similarly qualified males.
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1. Introduction

In equal employment cases, the type of discrimination, e.g. unfair pay or promotion practices, often
affects many individuals in addition to the named plaintiffs. The lawyers representing the plaintiffs
may request that the case be certified as a class action, which will resolve the potential claims of a
large number of applicants or employees who were disadvantaged by the employment practice under
scrutiny. These cases become quite involved and the financial stakes are substantially larger than in a
case involving one or a few plaintiffs. Hence, there are several special criteria plaintiffs need to meet
in order for the case to be certified as a class action. For example, they need to show that the number
of individuals affected is sufficiently large that individual suits are impractical. They also need to
demonstrate that there are common issues of law or fact that apply to the members of the class.
Finally, the claims of the plaintiffs should be typical of the class and the lawyers can adequately
represent the entire class.1 Statistical analyses are often submitted as part of plaintiffs’ showing that
the issues are common to the entire class, e.g. the proportion of employees of a protected group who
are promoted is less than that of comparable majority group employees and this pattern is common
to many departments or subunits of the employer. In addition to critiquing the plaintiffs’ statistical
studies, defendants may offer additional analyses, e.g. incorporating more job-related characteristics,
which substantially reduce or explain any disparity between the protected and majority groups.

When examining whether there is an employment practice that adversely affects the protected
group in question, experts need to analyse data that are organized by strata or subgroups, i.e. dif-
ferent divisions, job categories or locations of the defendant. Some plaintiff experts examine the
data for each location separately and conclude that the minority members in those strata where a
statistically significant difference has been found suffered disparate treatment. It is well known that
one needs to account for the multiplicity of tests that have been conducted, i.e. if one carries out 20
tests at the 5% level of significance, even when minority members are treated the same as compa-
rable majority members, one expects 1 out of 20 statistical tests to reach significance.2 Thus, if a
plaintiff’s statistical analysis considers many subgroups of employees, often to ensure that individ-
uals in each group are comparable with respect to the major job-related characteristics, even in a
non-discriminatory environment one expects to find statistical significance in a few.3 To avoid this

1 The requirements are given in Rule 23 of the Federal Rules of Civil Procedure. In particular, statistical evidence is often
used to satisfy the commonality criterion given in Rule 23 (a) (2). Judge Posner’s recent opinion inRandallv. Rolls-Royce
Corporation, Case No. 10-3446 (7th Cir. Mar. 30, 2011) provides an excellent discussion of the various types of classes that
can be certified under Rule 23 (b) as well as the issue of whether the claims of the named plaintiffs are typical of the class.

2 This problem has been noted by Barnes (1984),Gastwirth(1988at 254 and 386) andGastwirth(2008). This issue also
arose in a drug approval case,Warner-Lambertv. Hechler787 F.2d 147 at n. 38 (3d. Cir. 1986); the court properly rejected
the company’s argument that the drug was effective because six statistically significant results were obtained from a total of
240 comparisons. Note that one would expect to find 12 significant differences even when the new drug had the same effect
as the placebo.

3 In Cooperv. Southern Co. et al.390 F. 3d 695 (11th Cir. 2004), affirming 205 F.R.D. (N.D. Ga. 2001) the court noted
that the plaintiffs found statistical significance in only 3 of 148 subgroup analyses. Assuming that a 0.05 level test was used,
one would expect 7.4 comparisons to be statistically significant. Even if one used a 0.025 one-sided test to assess whether
the minority group received fewer than their expected number of promotions, one would expect to find 3.7 statistically
significant comparisons. Thus, the fact that there were only three significant findings during the 2-year period supports the
courts conclusion that plaintiffs’ analysis did not establish a common policy of discrimination. The appellate opinion, 390
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STATISTICAL ISSUES IN CLASS ACTIONS 227

problem, some plaintiffs’ experts aggregate or pool the data for a number of sub-divisions or units
of the firm.

In contrast, employers often argue that the managers of the individual subunits have substantial
discretion and experts for the defendant examine data at the unit or even subunit level. The defen-
dant then looks to see whether there is a pattern of statistically significant differences between the
protected group and the majority across all the subunits. Thus, the defendant’s expert analyses the
data in each stratum and argues that a pattern is demonstrated only when a sizeable fraction, e.g.
majority, of these within strata disparities are statistically significant. These experts may not em-
ploy standard statistical methods for combining the results of several tests carried out on each of
many strata or subgroups to see whether there is an overall effect. When examining highly stratified
data, courts should be wary of requiring a ‘statistically significant’ adverse effect of the employment
policy at issue on members of the protected group in a majority of the subunits unless the statis-
tical test has sufficient power to detect a meaningful difference in each stratum. For example, in a
disparate impact case, government agencies consider a ratio of the pass rate of the protected group
to that of the majority less than 0.80 (four-fifths) as meaningful and require employment practices
with selection ratios less than 0.80 be validated as job related. Thus, it is reasonable to examine
the power or probability of a statistical test comparing the two pass rates of classifying a selection
ratio below 0.80 as significant. Otherwise, failing to find a statistically significant result isnot very
meaningful.4

The problem of inadequate power can arise when data for each stratum or unit are examined sep-
arately and the statistical test does not have sufficient power to detect a legally meaningful difference
in many of them. This occurs because the data in many of the units are of small size and often are
unbalanced, i.e. the minority percentage of the employees in the unit is far from 50%. Consider a
firm that is divided into 20 units. When the pass or success rates of members of the protected and
majority groups are equal, one expects that the test will be deemed statistically significant in 1 of
the 20 units.5 If the test has low power, say 0.20, to detect a pattern where the selection ratio in
all units equals 0.70, only four statistically significant results are expected among the 20 compar-
isons. Furthermore, the probability of observing a statistically significant result in at least half (10)

F.3d at 718, however, states that plaintiffs’ analysis only found statistical deficiencies in some pools and that the District
court observed that the results suggested that there might be promotion disparities in some segments of the workforce but not
throughout the class. It should be emphasized that unless the individual subgroups or pools are quite large, one would not
expect to find statistical significance in a majority of the subgroups even when there was a common policy of discrimination.
Even in a non-discriminatory setting, however, one expects to find statistically significant differences in a few subgroups.

4 The importance of considering the power of statistical tests in the legal context is noted inGastwirth(1988) at 146–150
and 180–184 and byZeisel and Kaye(1997) at 88 (when a study with low power fails to show a significant effect, one should
not treat the negative result as strong proof that there is no effect). An example where a court accepted a test that had zero
power i.e., it could never have rejected the null hypothesis of equality in time to promotion against the alternative that the
protected group needed to wait longer for a promotion is discussed in Gastwirth (2005). Power calculations are often made
when the sample sizes of medical trials are being set and the factors affecting the power of tests in genetic studies is an
important topic (Gordon and Finch, 2005).

5 This shows that the plaintiffs will often be able to find a ‘significant’ result in a subgroup of the data even when the
employer’s employment practices are fair. This is why one needs to account for multiple testing, see supra n. 2. A number of
court decisions, e.g.Smithv. Xerox196 F.3d 358, 369 (2nd Cir. 1999) (noting that ‘In any large population a subset can be
chosen that will make it appear as though the complained of practice produced a disparate impact. Yet, when the entire group
is analysed any observed differential may disappear, indicating that the identified employment practice was not the cause of
the disparity in question’).
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228 J. L. GASTWIRTHET AL.

of the 20 units is only 1.34× 10−8 or less than one in 10 million even though all the selection ratios
equal 0.70. Thus, requiring statistical significance in a majority of the units or subgroups analysed
when the power of the statistical test is low makes it virtually impossible to detect the effect of an
employment practice that should be questioned.

The method of splitting data into comparable subgroups and then combining the results of sta-
tistical tests into a single summary is well established in many areas of application. For example,
in medical and health studies, one might stratify the data into age or exposure categories.6 In equal
employment cases, stratifying employees into subgroups of similar seniority or education enables
one to separate the effect of protected group status from the influence of the characteristics used
to define the strata. InEEOCv. Shelby County,7 male and female clerical employees of the court
were stratified by seniority. Because the average salary of women in all four strata was less than
that of comparable males and within each stratum, the salary of the highest paid female was less
than or equal to that of the highest paid male, a formal statistical test was not used; however, a
proper combination procedure showed that the female disparity in wages exceeded the three stan-
dard deviation level.8 On the other hand, an apparent difference in the average salaries of two groups
may be eliminated when the data are stratified by seniority, i.e. within each stratum there is no
difference. When the salaries or promotion rates of members of the protected group are less than
those of the majority in a noticeable fraction of the strata, even though only a small fraction of the
stratum-specific comparisons reach statistical significance, the proper summary test may indicate an
overall pattern of disparity.9 For example, inDukesv. Wal-mart Stores,10 the trial court observed
that females received fewer promotions to support manager or manager trainee in virtually all re-
gions of the country and the degree of under-promotion reached statistical significance in nearly all
of them. Judge Jenkins noted, however, that for store managers women received fewer promotions
than comparable men in 34 of the 40 regions but the disparity was statistically significant in only 13
regions; for co-managers women received fewer promotions than similarly situated men in 37 of the
40 regions but the disparity reached statistical significance in just 22.11 While the judge expressed

6 For example, in re-analysing data on a diabetes drug that doubled a patient’s risk of death, mostly through cardiovascular
causes, the patients were grouped into strata defined by the number of risk factors, e.g. smoking, they had. See table 7 in
Cornfield (1971) for the stratified data and a description of the study. Indeed, many of the statistical techniques used in
constructing an overall statistical test from data grouped into similar strata were originally developed for problems arising
in the analysis of data from medical, agricultural and genetic studies.

7 EEOCv. Shelby County Government(1988) 48 FEP Cases (W.D. Tenn.).
8 This analysis is presented inGastwirth(1992) at 65–67. It should be noted that if one tested the strata separately,

statistical significance at the .05 or two-standard deviation criterion would be obtained in only one of the four.
9 Since statisticians typically use a two-sided test, which checks whether either the protected or majority group is adversely

affected, at the0 .05 or 5% level one expects 5% of the statistical tests to be significant even when both groups are treated
similarly. Since this two-sided procedure essentially combines two one-sided tests (one aimed at detecting adverse treatment
of the minority group and one that will detect adverse treatment of the majority group) at the 0.025 level, if 10% of the tests
reach significance and in virtually all of the units, the minority group is disadvantaged, one has observed four times as many
‘significant’ results adverse to the protected group than are expected to arise under a random or chance process. If the 10% of
the units in which a statistically significant result occurred were split fairly evenly, i.e. the protected group being disfavoured
in about half of those units and the majority in the other half, the ‘excess’ of significant results could have occurred due to the
omission of another job-related factor that was randomly distributed in the two groups.

10 222 F.R.D. 137 (N, D, Cal. 2004), affirmed 474 F.3d 1214 (9th Cir. 2007), affirmed in part and remanded in part (9th
Cir. 2010). The U.S. Supreme Court grantedcertiorari and will hear the case at the end of March 2011.

11 222 F.R.D. 161 n. 33. The opinion also noted that it took significantly longer for women to be promoted than men and
discrimination in the promotion process in the lower level positions would reduce the female fraction of those eligible for
promotion to the higher level jobs.
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STATISTICAL ISSUES IN CLASS ACTIONS 229

concern as to whether the two upper level management positions should be included in the class
action, ultimately he did. It will be seen that his conclusion was statistically sound.

In other cases, courts have focused on the number of units showing a statistically significant
result, without any consideration of the power of the tests applied to the data from the separate
units.12 Even judges who were concerned about the meaning of a non-significant result and re-
quire that the sample is of sufficient size13 rely on intuition in deciding the adequacy of the sample.
Statisticians know that the power of a test comparing two groups depends on more than the to-
tal sample size. The proportion of the sample formed by the protected group as well as the mag-
nitude of the effect that is legally important to detect also affect the power of a test. Indeed, a
recent article14 showed that the sample of 929 venire members in the term of the trial of the de-
fendant inBerghuisv. Smithhad less than a 40% probability of detecting a shortfall in African-
American jurors corresponding to a violation of the ‘four-fifths’ rule used in disparate impact cases.
The problem arose because the minority group formed a small, 7.28%, portion of the age-eligible
population.

Section2 shows how considering the power of the statistical test aids in understanding and in-
terpreting two summary statistics submitted as evidence: the proportion of units or subgroups in
which the protected group is disadvantaged and the proportion of those units where the disparity
reaches statistical significance. A method of incorporating both comparisons into an overall test
of disadvantage in the entire set of units or subgroups is proposed. These methods are then ap-
plied to data from a recent case. Because the U.S. Supreme Court is currently considering a lower
court’s decision to certify a class action alleging sex discrimination in pay and promotion against
Wal-mart, data from that case are discussed and reanalysed with proper combination methods in
Section3. The implications of our findings for the case are also noted there. The advantages of
incorporating power considerations and using statistical methods that combine the results obtained
for each stratum are summarized in Section4. In fairness to the experts in the cases discussed, it
is important to recall that the motions for certifying a class action are often made relatively early
in the proceedings so less information and less time is available than when a trial on the merits
of the case is held.15 Thus, the fact that some potentially relevant variables were not included or
their potential impact on the statistical conclusions was not fully explored may be due to these
limitations.

12 Andersonv. Boeing, 2006 U.S. Dist. LEXIS 76964 (N.D. Okla., Oct. 18, 2006) (noting that in plaintiffs preferred model
there were only three statistically significant differences when the salaries of male and female employees in 19 job groups
were compared and that women had a higher average pay in some of the groups).

13 In Apsleyv. Boeing722 F. Supp. 2d 1218,1238 (D. Kan. 2010) after noting that in a majority (15 of 21) director groups,
the proportion of workers over 40 were not hired or recommended was greater than that of younger workers but statistical
significance was only reached in only four, the judge noted that in 15 of the 21 groups there were over 100 employees. Judge
Melgren citedU.S.v. San Diego County, 1979 U.S. District LEXIS 1187 (S.D. Cal. 1979) where a sample size of 81 was
deemed large enough to be probative of discrimination.

14 See table 6 and accompanying discussion inGastwirth and Pan(2011).
15 The Reply Brief filed by Wal-mart, the Petitioner, in its application forcertiorari at 2, states that ‘it would be a tremen-

dous waste of resources to force the parties and the district court to conduct full-blown discovery and expensive, time-
consuming trial, only to have the judgment and class certification reversed when this case returns to this Court’. Thus, more
data are likely to be made available during further discovery that occurs when a class certification is upheld. SeeRothstein
and Willgang(2005) for a discussion of the process judges use to manage class actions.
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230 J. L. GASTWIRTHET AL.

2. The statistical properties of a method courts often use to determine whether there is a
common policy across units of a large firm

To assess whether a pattern of possible discrimination against a protected group across a number
of units of a firm suffices to meet the commonality criteria required for class certification, courts
consider the proportion of statistically significant differences between the favourable outcomes of
members of the protected group and the majority group when data in each of the units were ex-
amined. Only when the proportion of tests reaching statistical significance is high, e.g. at least a
majority, will courts find that a pattern or practice of discrimination has been shown.16 When ex-
amining stratified data, statisticians often use thep-values of one-sided tests to allow for favourable
results in some strata to offset unfavourable ones in other strata. In Section2.1, the appropriate
two-sided procedure is described.

2.1 Two-tailed tests for combining the results of tests carried out in several strata or subgroups

In most discrimination cases, the Court has adopted a two-tailed test, which indicates a disparity
requiring further examination, when either the minority group has a statistically significantly lower
success rate than the majority group or when the majority group has the lower success rate. When the
data have been stratified or subdivided into a number of strata, some experts apply a two-tailed test in
each stratum. Notice that this approach does not inform us whether the minority or majority group is
disadvantaged in those strata where there is a statistically significant difference. For example, when
statistical significance is found in 10% of the strata, lawyers might interpret this as indicating there is
no systemwide disparity.17 Since one only expects to find significance in 5% of the strata, the analysis
yielded twice as many significant results than are expected under fairness. One should examine the
proportion of the significant results indicating underrepresentation of the minority group in the strata
with a significant difference. If a clear majority of the statistically significant different disparities
indicated the protected group received less favourable treatment and in a substantial majority of
the other strata the protected group also was disadvantaged, although the disparity did not reach
statistical significance, the data are consistent with a general disparity against the protected group.
This is especially the case when the statistical test used has low power in a sizeable fraction of the
strata.

The statistical literature focuses on combining one-sided tests, which ensures that the results
in strata where evidence does not support the alternative hypothesis receive proper weight. The
simplest way of creating a two-sided test is to calculate an appropriate combination of the one-sided
tests for a disparity against the protected group and then double thep-value in order to account for

16 Since the Supreme Court has not dealt with this issue before, a definitive rule is not available. The trial court inDukes
v. Wal-mart, 222 F.R.D. at 161 n. 33, expressed some concern that a class should be certified for co-managers where a
statistically significant disparity was observed in only 22 of 40 regions and for store managers where a statistically significant
disparity was observed in 13 of 40 regions. Ultimately, Judge Jenkins certified a class action as females took longer than
males to be promoted and the significant disparities at the lower levels reduces the number of females in the pool eligible for
the upper level jobs.

17 In its petition to the U.S. Supreme Court, at 25, Wal-mart argues that when the data are considered at the store level,
over 90% of the stores showed no statistically significant difference in hourly pay rates of comparable male and female
employees. Their expert apparently conducted two-tailed tests at the 0.05 level and information concerning the proportion of
significant results in which females were disadvantaged is not given in the petition. The results are given in the Declaration
of Dr. Haworth, the defendant’s expert and will be discussed in Section3.
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STATISTICAL ISSUES IN CLASS ACTIONS 231

the possibility that there might have been a disparity against the majority group.18 To be consistent
with the Court’s use of two-sided tests in race and sex discrimination cases, one sets a lower type
I error rate in order for the one-sided test to reach statistical significance. Thus, rather than use the
0.05 level commonly adopted for two-sided tests, one would use a one-sided test at the 0.025 level.
Another approach to creating a two-sided test is that ofPearson(1934). Essentially, one carries out
a combination of tests in all strata for detecting a disparity against the protected group and a similar
test for a disparity against the majority group and uses the most extreme result. Because the tests
are run on the same data, they are not independent even though under the null hypothesis of no
systematic effect, the data in the strata are independent from each other.Owen(2009) shows that a
conservative approximation to thep-value of Pearson’s test, when Fisher’s summary chi-square test
is used is:

min
(
1, 2 Pr(χ2

(2k) > QC)
)

whereQC is the larger of the two one-sided Fisher combination test statistics, which also is the one
yielding the smallestp-value, andk denotes the number of strata. It is most appropriate for continu-
ous data and its use will be illustrated in Section3. Owen(2009) shows that the procedure detects a
common directionality while not pre-specifying the direction. Moreover, it remains powerful when a
number of tests differ in sign from the dominant pattern. Thus, it is quite appropriate for examining
data from many relatively small locations for a common effect; which is the primary issue in the
class certification context.

2.2 An illustrative example from an age discrimination case

Apsleyv. Boeing Co. and Spirit Aerosystems, Inc.19 concerned possible age discrimination in the
rehiring process carried out when Boeing sold its BCA Wichita division to Spirit as the new company
planned to retain only 85% of the workforce. There were several steps in the selection process but
our focus is on the rehire data (Table 1) in 19 units, each with a different director. Because the age
discrimination law only prohibits discrimination against individuals at least 40 years of age, one-
sided tests are appropriate and were used in the case. Although older employees were recommended
at a lower rate than younger ones in 18 of the 19 units, the court focused on the number (W*) of
units in which the difference reached statistical significance. Once the judge felt that the sample
sizes were adequate, the opinion emphasized that there were only three units where the disparity
was statistically significant.

The plaintiff’s expert inApsleyconducted one-sided tests at the 0.05 level. Assuming that the
recommendations were unrelated to age, the probability that there would be three or more statisti-
cally significant results at the 0.05 level, i.e.P[W∗ > 3] = 0.0665. Even though only one (0.95
to be exact) significant result is expected when 19 tests are carried out, the probability of three or
more ’significant results’ among the 19 tests slightly exceeds 0.05. Thus, the finding would not reach
statistical significance at the usual 0.05 level and ‘by itself’ would not suffice to establish aprima

18 This method is analogous to the two-tailed test of minority underrepresentation used in jury discrimination cases as
the normal approximation used by the Court inCastanedav. Partida is symmetric. When the data in the strata are highly
unbalanced, there are alternative methods of defining two-tailed critical regions; however, those details will not be discussed
here. Most of the combination approaches developed in the statistical literature are for one-sided tests and are reviewed by
Oosterhoff(1969) andLoughin(2004).

19 722 F. Supp. 2d 1218, 2010 U.S. Dist. LEXIS 99515 (D. Kan. 2010).
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faciecase of discrimination against older employees. On the other hand, under a non-discriminatory
process, one expects that older workers would be disadvantaged in one-half or 9.5 of the 19 units
but they had a lower rate of recommendations in 18 of the 19. The probability that the proportion
of employees over 40 receiving a favorable recommendation would be less than that of younger
employees in 18 or more of the 19 units is only 0.000038 or less than one in 10 000. This result is
indicative of a general pattern of employees over 40 receiving less favourable recommendations than
younger ones.

Comment: At first glance, these findings seem contradictory. The defendant may argue that statis-
tical significance at the 0.05 level in most of the individual units should be required, while plaintiffs
may argue that the second test that checks whether the protected group is disfavoured in most units is
more relevant. Clearly, neither one is superior to the other. The second test might classify a firm with
a very slight under-promotion of a protected group in most of its units as a potential discriminator
even when there were a few units in which they were clearly favoured. The first criterion might be
well known to be far too stringent.20 If courts require that statistical significance be obtained in a
majority of the units, i.e. in 10 or more of the 19, if the system of rehiring is fair, the probability of
observing 10 or more significant results is just 5.94×10−9 or less than one in a hundred million. This
corresponds to requiring statistical significance at the level of 5.7 standard deviations for a one-sided
test or just under 5.8 standard deviations for a two-sided test. This is a much stricter standard than
the two to three standard deviation criteria for a two-sided test established by the Court inCastaneda
v. Partida21 and commonly used in academic research in many disciplines.

Rather than rely on just one of the two test criteria, courts might combine them. For example, one
might wish to give the two criteria equal weight so that apparent unfairness in a few units that will be
detected byW∗ might be offset by fairness in the remaining units that will be reflected in the number
(U∗) of units in which the protected group was disadvantaged. Thus, we consider a combination test
that averages the standardized versions of the two test statistics. Formally it is defined by:

T =
1

2



U∗ − n
2√

n
4



+
1

2

(
W∗ − nα

√
nα(1 − α)

)
. (1)

The variance,V(T), of T equals (1+ρ)/2,22 whereρ =
√

α
1−α , and in large samples the statistic

T/
√

V(T) has a standard normal distribution. In this paper, we will first use this approximation. In

20 A classic study of a diabetes drug that had a serious side effect was carried out in 12 clinics.Cornfield(1971) reanalysed
the data and showed that the 2.5-fold increase in cardiovascular mortality was statistically significant. This conclusion was
questioned because the increase in mortality was not statistically significant in all 12 clinics; however, the number of patients
in some clinics was quite small making it virtually impossible to find a significant difference in the data from those clinics.
As noted byGastwirth(1988, 783–788) in discussing the study and a related controversy, requiring statistical significance in
each clinic corresponds to setting the type I error (α) equal to a value less than one in a million. Multi-center studies are used
in order to acquire a reasonable total sample size and the proper analytic approach is to use a combination procedure that
utilizes the data from all the strata.

21 430 U.S. 482, 497 n. 17.
22 The statistic T is the sum of two dependent variables, each of which has mean 0 and variance 1. It is well known that the

variance of the sumS = X + Y equalsV(X)+ V(Y)+ 2Cov(X,Y), where Cov(X,Y) is the covariance ofX andY. When
the variances ofX andY equal 1, the covariance equals the correlationρ and the result follows. Since each pair (Ui , Wi ) has
a bivariate binomial distribution, in large samples the central limit theorem implies that their sums,U∗ andW∗ are jointly
normal. In large samples, the statisticT also has a normal distribution as it is a linear combination ofU∗ andW∗.
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234 J. L. GASTWIRTHET AL.

situations where we are on the border of statistical significance at the 0.05 or 0.01 level, a more exact
p-value can be obtained by simulation.

For the test results in the 19 director groups inApsley, n = 19, U∗ = 18, W∗ = 3, α = 0.05
andρ = 0.2294. Hence,T = 3.029, V(T) = 0.6147 and the normal form of the test is 3.863
standard deviation units. This result exceeds the three standard deviation criterion and is significant
at the 0.001 level. Indeed, assuming recommendations were unrelated to age, the probability that
random sampling or chance would yield data this far from expected is 5.6 × 10−5. Thus, the data
are consistent with a general pattern of under-recommendation of older employees. Had the court
certified a class action, the defendant might be able to justify the difference in recommendation rates
on the basis of each employee’s history of job evaluations or level of knowledge and skills required
for the jobs at issue.

The number of employees and the percentage of them who were not hired by the new company
varied widely among the different units inApsleyv. Boeing. In Table1, we report the data from the
19 units that had informative data, thep-value of the Fisher exact test applied to the data for each
unit and whether it was possible for that test to reach statistical significance. From the last column,
one sees that there were 10 units in which statistical significance at the 0.05 level was ‘impossible’,
i.e. even if all the employees from the unit who were not hired were over 40, the difference in hiring
rates would ‘not’ be significant. For example, in the unit headed by JA2, three employees were not
retained. All were chosen from the group who were over 40 and none of the three were from the
six employees under 40. The probability that all members of a sample of three came from the older
group is 0.597, which is much greater than 0.05. This example also illustrates why the seemingly
intuitive criterion requiring statistical significance in a majority of the units or strata is fundamentally
flawed from a statistical view.

To further demonstrate the logical error in requiring statistical significance in a majority of the
strata, suppose the data in Table1 reflected a policy where all of the employees who were not rehired
were over 40. This extreme data are reported in Table2. Just looking at the table should convince
the reader that the data clearly indicate that the older employees were disadvantaged in the rehiring
process. Nevertheless, statistical significance does not occur in a majority of the units, i.e. only
occurs in less than half (9 of 19) of the units.

If courts wish to focus on the proportion of units in which a protected group suffers a statis-
tically significant negative employment action, at the very least only those units where statistical
significance could be found should be considered. This would imply that statistical significance was
reached in three of the nine units, which provides some support for the plaintiffs’ assertion.23

A better appreciation of the importance of the finding that 3 of the 9 or even 3 of the 19 units
in Table 1 indicate a statistically significant disparity is obtained when the power of the test is con-
sidered. As the power depends on the alternative or magnitude of the disparity, Appendix Table A1
reports the probability of detecting odds ratios of 1.5, 1.75 and 2.0, i.e. the older workers had 1.5,
1.75 or twice the odds of not being rehired than employees under 40. In other contexts such as the
risk of disease from occupational exposure, increased odds of disease of these magnitudes are con-
sidered important. The last column of Table A1, which sums the powers of the individual tables,
equals the number of units in which statistical significance at a 0.05 level test is expected to be
found. When older employees face an odds ratio of 1.5, statistical significance is expected to occur

23 The probability of three or more successes in a sample of nine when the probability of success on a single trial is 0.05
is only 0.0084 or less than one in a hundred.
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TABLE 2 Modified data for the 19 units considered inApsleyv. Boeing

Number eligible Number not hired(%)

Director Under 40 40 plus Under 40 40 plus One tailp-value
JA1 196 947 0 (0.0) 174 (18.4) 0.000*
WA 234 639 0 (0.0) 23 (3.6) 0.001*
HA 34 309 0 (0.0) 44 (14.2) 0.007*
WH 21 121 0 (0.0) 15 (12.4) 0.078
UR 70 859 0 (0.0) 152 (17.7) 0.000*
RE 67 240 0 (0.0) 30 (12.5) 0.000*
CA 180 1014 0 (0.0) 73 (7.2) 0.000*
BO 59 753 0 (0.0) 131 (17.4) 0.000*
RA 17 457 0 (0.0) 70 (15.3) 0.063
SM 42 466 0 (0.0) 110 (23.6) 0.000*
MO 17 333 0 (0.0) 46 (13.8) 0.086
WHT 33 277 0 (0.0) 21 (7.6) 0.086
KI 178 1083 0 (0.0) 222 (20.5) 0.000*
JA2 6 33 0 (0.0) 3 (9.1) 0.597
WI 16 106 0 (0.0) 9 (8.5) 0.269
BR 2 32 0 (0.0) 3 (9.4) 0.829
CR 2 63 0 (0.0) 5 (7.9) 0.851
BU 8 50 0 (0.0) 1 (2.0) 0.862
WA 15 470 0 (0.0) 55 (11.7) 0.160

∗Significance at the 0.05 level.

in only 2.15 of the units. When the odds ratio is 1.75, one expects 3.27 of the individual units to
be statistically significant. Even when the odds an older worker is not retained are twice those of a
younger employee, only 4.20 units are expected to be classified as statistically significant. Thus, the
fact that statistical significance was found in three of the units is consistent with a general pattern
where the odds of an older employee had of not being rehired were about 1.70 of those of a younger
employee. Equivalently, this means that the odds of an older employee being rehired were less than
‘two-thirds’ those of a younger one.

Since all but one of the 19 data sets in Table1 indicate that employees over 40 were disad-
vantaged, the data should be analysed by the Cochran–Mantel–Haenszel (CMH) test along with a
MH summary estimate of a common odds ratio for all the tables. This procedure was used by the
plaintiffs’ expert and indicates a disparity of 4.88 standard deviations corresponding to ap-value
less than 1 in 10 000. Furthermore, the estimated odds of an employee over 40 not being hired were
1.78 times those of a younger employee; a finding quite consistent with the previous one based on
the expected number of significant results. From a statistical viewpoint, the data show a statistically
and meaningful difference in the hiring rates of older and younger employees. By failing to ensure
that there was adequate power to detect a meaningful difference in success rates in each of the units
before considering the results in all 19 of them, the court may not have fully appreciated the strength
of the inference obtained from the CMH analysis. If the Court decides that for purposes of certifying
a class action, the data should be examined separately for each unit, it should also require that there
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236 J. L. GASTWIRTHET AL.

is sufficient power, e.g. 75–80% to detect a pre-specified legally meaningful difference in each sub-
group or unit.24 Rather than requiring statistical significance in a pre-set fraction of the subgroups
or units,25 statistical significance should be found when the data for all units are analysed with an
appropriate summary procedure.

Comments: (1) This section reanalysed stratified data when both the data andp-value of the tests
of equal treatment in each unit were reported. To appreciate the loss of information when thep-
values of statistical tests on data for subunits of a firm are classified as statistically significant (p <
0.05 for a one-sided test), not significant but the protected group receives less than their expected
share of successes (0.05< p < 0.50), the protected group receives more than their expected share
(p > 0.50) but not significantly so or the protected group was significantly favoured (p > 0.95),
notice that ap-value of 0.06, just missing significance and one of 0.45, indicating that the number
of minorities receiving favourable treatment is very close to its expected value under a fair system,
are both classified in the same category. Many combination tests in the statistical literature use the
individual p-values and combine them into an overall summary statistic.26 Because the number of
employees in the 19 units inApsleyvaried greatly, from 8 to over 1000, the method used by the
courts, which classifies tests in only two categories: significant when thep-value is less than 0.05
and non-significant if thep-value is greater than 0.05 and gives equal weight to each unit, is not
nearly as informative as a combination method, such as the CMH test that gives more weight to the
larger units and to the difference in success rates in each stratum.

(2) By considering the power of the statistical test had of detecting significantly increased odds
of not being rehired an employee over 40 faced relative to those of a younger employee, one realized
that the fact that statistical significance was found in three units was consistent with a meaningful
disparity in their odds of rehire. As seen from the data in Table2, if courts require statistically sig-
nificant disparities in a majority of the subgroups when the statistical test has little power to detect
a meaningful difference in a substantial portion of them, very clear patterns of disparities will be
missed. Unfortunately, it is not possible to provide a simple guideline in terms of a minimum pro-
portion of subgroups in which statistical significance is found that indicates a system-wide disparity.
To see this, suppose a firm that was organized into 1000 units had a reduction in force and all the
units had data similar to the units of WH, RA WHT or MO in Table 2. Fisher’s exact test will not
classify any individual unit as having a statistically significant disparity against employees over 40
even though one could not obtain clearer statistical evidence indicating that older employees were
negatively affected.

24 The 80% power threshold is suggested because many medical studies are designed so that the sample size is sufficient
to detect a meaningful difference, e.g. the odds of getting cancer from exposure to the chemical under study are at least 1.5
times those of non-exposed individuals.

25 Since the expected fraction of units in which a statistically significant result can be found depends on the power of the
test to detect the specific value of the legally meaningful disparity in each of the units, it is difficult to give a simple ‘rule of
thumb’ as the number,E, of units in which statistically significant results are expected depend on the sample sizes and ratios
of protected and majority members in all the strata as well as the degree of disparity deemed important to detect.

26 One of the earliest and probably most used methods is Fisher’s summary chi-square test based on the product of the
p-values of the separate tests for each stratum. A recent survey comparing the various procedures is given byLoughin(2004).
These tests are most useful when the underlying data is continuous, e.g. height, or nearly so, e.g. salary. When one has binary
response data, as in being rehired or not, the CMH test and a related method for combining binomial data are superior,see
Gastwirth and Greenhouse (1987) andAgresti(1996) at 60–65.
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3. Reanalysis of the available data inDukesv. Wal-mart

The issue of the proper degree of aggregation of the data subject to statistical analysis when an
employer has many locations is of primary importance when the Court reviews the statistical basis
of the lower court’s certification of a class of female employees inDukesv. Wal-mart. The plaintiffs’
merits brief argues, at 30–34, that it was proper to analyse the data on a region-wide basis. Their
expert presented a regression analyses relating salary to several job-related predictors, e.g. store,
seniority and job held for each of Wal-mart’s 41 regions. In contrast, Wal-mart’s merits brief, at 13,
argues that the data for each store should be analysed separately. Indeed, according to the trial court
opinion, Wal-mart’s expert actually analysed the data at a sub-store level, i.e. data on employees of
the grocery and other specialty departments were analysed separately, while data on the remaining
employees within each store were considered as another stratum for analysis.27 While the sample
sizes in each of the plaintiffs’ regressions is quite large, the sample sizes in some of defendant’s
regressions were quite small. Although the authors do not have access to the underlying data for
the individual regressions run by the defendant’s expert based on national data, there is a substantial
gender imbalance in the employees of some departments.28 In such circumstances, a total sample
size of 100 might have no more than 15 individuals of the minority gender. Consequently, the power
of a regression analysis to detect a small but meaningful salary difference, e.g. 3–5%, is likely to be
low. This implies that a finding a non-significant difference does not confirm the null hypothesis of
no difference because there was insufficient data to detect a meaningful one.29

3.1 Promotion Data

Before analysing the Wal-mart promotion data, we describe how the district and appeals courts
viewed them. The district court accepted the results reported in Table3 as evidence of a nation-wide
policy disadvantageous to females.30 Judge Jenkins expressed concern about the strength of the
data relating to an overall policy that at the upper two levels because the disparity had not reached
statistical significance in most of the regions. Ultimately, he included these positions in a nation-wide
class because other evidence showed that women took longer to receive a promotion than men.

Looking at the data in Table3, it appears that theleastconvincing statistical evidence refers to
promotions to store managers. In 34 of the 40 regions, the proportion of women receiving promo-
tion was less than that of men but the disparity only reached statistical significance in 13 of them.
Since the statistical test was two-tailed, i.e. would detect a difference when either female or male
employees in the eligible pool received significantly fewer promotions than expected, it is impor-
tant to note that in all 13 regions where a statistically significant disparity was found, females were
under-promoted.

Assuming a fair system, out of 40 regions, females are expected to be disadvantaged in 20 with
a standard deviation or sampling error of 3.162. The difference of 14 between the observed value 34

27 222 F.R.D. 137, 156 (2004) (defendant’s expert ran separate regressions for these groups of employees in each store).
28 In Table 14 at 21 of plaintiffs’ expert 2003 report, females formed 99.1% of employees in jewelry departments but only

11.1% of employees in security.
29 SeeBura and Gastwirth(2009) and supra n.4. It is important to appreciate that the power of a statistical analysis

to detect a meaningful difference depends on the magnitude of that difference, the total sample size, the protected group’s
proportion of the data and in a regression the distributions of the predictor variables in both genders.

30 Seesupran. 16 for a discussion of the reservations the trial judge had about the proportion of significant results for the
data on co-managers and store managers.
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TABLE 3 Disparities in promotions across regions

Regions where the disparity
All regions is statisticallysignificant

Target position Total Plus Minus Total Plus Minus

Support manager 40 2 38 35 0 35
Management trainee 41 0 41 40 0 40
Co-manager 40 3 37 22 0 22
Store manager 40 6 34 13 0 13

Source: Table 26 of plaintiffs’ expert’s report: statistical analysis of gender patterns in Wal-mart work-
force.31 The minus column reports the number of regions where women received fewer promotions than
expected, while the plus column gives the number of regions where males were favoured. The right side
reports the corresponding data for statistically significant results. Promotions in all Wal-mart stores, which
include the six regions with Sam’s Club stores, are reported. The reason why there is one more region
for managerial trainees than the other positions is not discussed but is likely due to the organizational
structure of the firm as the issue does not appear to have been raised at the trial or discussed in the legal
opinions.

and 20 is over four standard deviations.32 The exact probability that females would be disadvantaged
in 34 or more regions equals 0.0000042 so thep-value of the two-tailed test is 0.0000084. Assuming
the pools of eligible employees were defined reasonably, this is a highly significant result indicating
that women received fewer promotions across the regions.

To interpret the number of statistically significant results, recall that if the system in a region
is fair there is only a 5% chance that the region would be classified as under-promoting women or
under-promoting men. Under a gender-neutral system, statistically significant results are expected
in only 2 of the 40 regions, one of which indicates that women were significantly disadvantaged,
while the other indicates men received significantly fewer promotions. The probability one would
observe 13 or more statistically significant results, at the 0.05 level, when the data from 40 regions
were tested is 4.0876× 10−8 or less than one in 10 million. While this result provides statistically
stronger evidence against the hypothesis of ‘fair treatment’ than the test that examined the proportion
of regions in which females were disadvantaged, even this calculation does not incorporate the fact
that all 13 significant differences indicated that females received fewer promotions than expected.
As noted previously it is preferable to calculate thep-value of both one-sided tests and double it to
account for the possibility that males were disadvantaged. The probability of observing 13 or more
significant results out of 40 when all tests are at the 0.025 level is just under 10−11.33 Thus, the
p-value of a two-tailed test is less than one in a billion. The results of these analyses support for
the trial court’s conclusion that the store manager data are consistent with a system-wide promotion

32 Formally, the difference is 14/3.162= 4.428 standard deviation units above its expected value when promotions reflected
a random sample of the eligible pool.

33 Since the probability of not finding a statistically significant result showing males were disadvantaged in any of the 40
regions is 0.1285, thep-value of the one-sided test for females being disadvantaged is clearly smaller. Hence, the two-sided
p-value is just under 2× 10−11, which is less than 10−9 or one in a billion.
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TABLE 4 Comparison of the proportion of promotions in managerial positions given to female employees
of Wal-mart and their Proportion of the eligible pool during1997–2002

Women Female % Female %
Position Total promotion promotion of Pool Shortfall OR
Support manager 22 388 9849 44.0 56.9 −2889.8 0.5950
Management trainee 15 043 6103 40.0 59.6 −2952.6 0.4514
Co-manager 4124 901 21.8 30.2 −344.5 0.6461
Store manager 3567 638 17.9 22.3 −180.2 0.7334

The data come from tables 22 to 25 of the report of Dr. Drogin, plaintiff’s statistical expert. The female
percentage of the pool of employees eligible for promotion was determined from the group of employees
who worked in the same job and location as the individual who received the promotion. The odds ratios (OR)
are calculated using the formula given in Gastwirth and Greenhouse (1987, p. 40).

system that appears to be biased against females.34 Since the data for the three other managerial
positions clearly shows a greater disparity against females than the store manager data, taken as
a whole the data in Table3 strongly support the existence of a general pattern of female under-
promotion to managerial positions.35

The defendant might argue that the fact that there were some regions where males were favoured,
although not statistically significantly so, indicates that there was not a systematic national policy.
Before examining this question it should be noted that just as an overall fair system in operation
can produce a small proportion of units with a statistically significant disparities, a system that is
generally unfair can produce a few results suggesting fairness. In order to conduct a more detailed
analysis, one needs the data underlying the results in Table3; which are given in Table4.

Notice that for all four positions, the odds of a female being promoted were not only less than
those of a male; none exceeded four-fifths, a ratio used as a guideline by the government. Clearly,
the data appear to be consistent with a general pattern of under-promotion or advancement of women
in managerial positions. The analog of the CMH test for several binomial data sets (Gastwirth,
1984) shows that the overall shortfall of 636736 female appointments in all four managerial po-
sitions is highly statistically significant (p-value< 10−6). Given the large sample size, statistical
significance is less meaningful than the fact that females received less than 75% of their expected

34 If a trial on the merits is ultimately held, the defendant may be able to demonstrate that incorporating one or more
job-related characteristics in defining the pool of employees eligible for promotion would reduce the female fraction in these
pools. The defendant might also show that the female fractions of the eligible pools vary substantially by districts within a
region. Then each district could be analysed separately and the results organized into a table similar to Table1. Then the
combination tests described here could be used to determine whether these refinements reduce the region-wide disparities to
non-significance.

35 The brief on the merits submitted by Wal-mart (Jan. 25, 2011) at 25 and the amicus brief submitted by Costco (Jan. 27,
2011) at 10 question the relevance of aggregate statistics as in Table3 because the underlying promotion decisions were made
by numerous independent decision makers and argue that gender disparities should be proved at the store level. Assuming
that the data regional data for each position is composed of the results of independent promotion decisions, the data in Table2
summarize 161 independent selection processes as the sums of different independent random variables are also independent.
Under the hypothesis of no gender effect, there is a probability of 0.025 or 1 in 40 of finding a statistically significant result
against males in each of the 161 statistical tests. The probability of finding no significant disparities against males in the 161
tests is only 0.017. This small probability indicates that most statisticians would reject the hypothesis the aggregated decisions
analysed in Table3 are composed of sets of independent decisions that are neutral with respect to gender.

36 2889.8 + 2952.6 + 344.5 + 180.2 = 6367.
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240 J. L. GASTWIRTHET AL.

number, 23 76837, of all four managerial positions and innoneof the four managerial jobs did they
receive 80% of their expected share.

Comment: It is important to note that before applying the CMH test to assess whether there is
a general pattern of underrepresentation in the four managerial positions, one should check that
the odds ratios do not differ significantly in direction.38 Some texts suggest that the Breslow–Day
homogeneity test be used to check the equality of the odds ratios before a single overall odds ratio is
used to summarize the data.39 Applying the version of the Breslow–Day chi-square test for equality
of the odds ratios in Table3 yields ap-value of less than 0.00001 and the hypothesis that the odds
ratios are equal is rejected. As noted previously byGastwirthet al. (2003), ‘equality’ of the odds
ratios is not required for a summary or combination test to be applicable. Rather, one needs to
ascertain whether the pattern in some job categories is opposite to that of most of the others, i.e. one
would be concerned if the odds a female had of being promoted relative to males were statistically
significantly less than 1.0 in some groups but significantly greater than 1.0 in other job groups. When
the vast majority of the odds ratios are less (greater) than 1.0, indicating that females (males) were
disadvantaged, there is a common pattern in the strata and it is proper to combine the odds ratios or
tests on each stratum into a summary statistic. Here, the analog of the Gail-Simon (1985) test for
a qualitative interaction, which means that females are disadvantaged in some strata (job groups)
while males are disadvantaged in others can be used. The null hypothesis of the test is that the odds
ratios in strata (job groups) are all less than or equal to one or are all greater than or equal to one, i.e.
a common pattern where one group is disfavoured in all the strata.40 Because all the odds ratios in
Table3 are less than 1.0, that test accepts the hypothesis that there is no qualitative interaction, i.e.
there is a general pattern of female disadvantage across the tables.

Another approach is to consider the probability of observing the number of regions that women
were statistically significantly disadvantaged in Table3 when an employer restricted the percentage
of promotions to store manager given to females to a percentage less than their share 22.3%41 of
the eligible pool. To illustrate the calculations, the numerical values of the restricted shares will
correspond to legally meaningful selection or odds ratios,42 e.g. 0.8. To thoroughly investigate this

37 The expected number of promotions in each job type is the sum of the actual number of promotions plus the shortfall,
without the minus sign. Thus, the expected number of promotions is the total number of promotions (17 401) plus the total
shortfall (6367).

38 Simonoff(2003, p. 317) notes that the CMH test is more powerful than separate tests on each component table when the
odds ratios are similar across tables but loses power when they are in different direction.

39 The test is described in Simonoff, supra n. 38 and there is some confusion in the literature as to its proper use. Because
the CMH test is the most powerful way to analyse a set of 2× 2 tables when they have a common odds ratio, some authors
suggest that one should check that the odds ratios should be similar prior to using the CMH test. For example,Maindonald
and Braun(2003, p. 104) state that the MH test is valid only if the odds ratios are similar across strata. In addition to the
CMH test, Mantel and Haenszel proposed a summary measure of the odds ratios, essentially a weighted average of the odds
ratios of the individual tables. This estimate is a valid summary measure of the overall odds ratio when the odds ratios in the
different tables are homogeneous, which is checked by the Breslow–Day test. There are modifications of the CMH test that
have greater power when the tables are similar with respect to a different measure of the difference in success probabilities of
the two groups; however, the CMH test is still valid in those circumstances (Radhakrishnan, 1965).

40 The Gail-Simon test refined a large sample procedure based on the likelihood ratio due toChernoff(1954).
41 See table 25 of the report of plaintiffs’ statistical expert, Dr. Drogin.
42 When the pass or success rates are calculated from applicant flow data, the selection ratio or ratio of the success rate

of the protected group to that of the majority group is used in the government’s ‘4–5ths’ rule. In Gastwirth and Greenhouse
(1987), it is shown that when the binomial approximation to the full 2×2 table is used, the selection and odds ratios are equal.
The approximation is valid when the number of selections (promotions) is a small fraction of the pool of eligible employees.
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issue, one should have the promotion data for each job type in each region. Here, we need to make
some assumptions about how the promotions were distributed among the regions that will enable us
to make the desired calculation. For simplicity, we will assume that during the period in question
each region promoted the same number of individuals to each of the four positions. Consider the
data for store managers; the total number of promotions for all the 40 regions from 1997 to 2002
was 3567.43 Assuming that each region had approximately the same number of promotions implies
that each had about 90 promotions. Since the percentage of women in the eligible pool was 22.3%,
women should form 22.3% of the employees who were promoted. Supposeψ , the ratio of odds of an
eligible woman receiving a promotion relative to those of an eligible male, is 0.8. This corresponds
to a situation where the employer desires to award only 18.67%44 of promotions to women (see the
last row of Table5). Within each region, assuming the proportion of promotions given to women
was restricted to be 18.67%, the probability of detecting that women are statistically significantly
underrepresented, i.e. their share of promotions is significantly less than 0.223 is only 0.1195. Thus,
one only expects to find statistically significant disparities against women in only 4.78 regions.45

The results in Table3 indicate that 13 out of 40 regions showed significant disparity against women.
If the firm was trying to restrict females to 18.67% of the promotions, the probability of observing 13
or more regions that have significant disparity against women is only 0.0005, which is quite small.
Even if the individuals responsible for promotions desired that the odds a woman be promoted to
store manager be only 70% those of a man, one sees that statistical significance is expected to be
found in 9.6 regions and the probability of observing 13 or more ‘significant’ results is about one-
seventh. Thus, the store manager data are consistent with a system keeping the odds of a woman
being promoted to about 70% of those of a man. Table5 shows similar results for different values of
the odds ratio,ψ , for the four managerial positions.

Consider the position of support manager. Comparing the observed number (35) of significant
regions with the expected number (36.9) in Table5 shows that the data for support managers are
consistent with an odds ratio of about 0.75, i.e. female employees had only three-fourths the odds of
being promoted to that position as a similar male. Similarly the data for manager trainees are consis-
tent with an odds ratio of 0.7, while the data for co-manager and store manager are consistent with
odds ratios somewhat less than 0.70. If there were a policy of restricting the advancement of women,
e.g. the ratio of their odds of promotion should only be 80% those of similar males, the last col-
umn in Table5 reports that the probability of observing the number regions where women received
statistically significantly fewer promotions in Table3 are all less than 0.05 and for manager trainee
and co-manager less than one in a million. In fact, if one tests the data on the number of promotions
that females received in Table4 against their expected number in a system in which their odds of a
promotion were 80% of a similar male, the shortfall would still be statistically significant for support
manager, manager trainee and co-manager.46 Combining the results in all four managerial positions,

43 From Table 25 of the report of Dr. Drogin.
44 According to equation (2) in Gastwirth and Greenhouse (1987)
45 The expected number of regions is 0.1195× 40 = 4.78.
46 In terms of standard deviation units, the female shortfall in promotions to support manager is−22.08 standard deviations.

The corresponding figures for manager trainee, co-manager and manager are:−33.38,−5.68 and−1.20, respectively. Only
the data for managers are not highly statistically significant but thep-values of the tests in the first three managerial positions
are less than one in a million. As Judge Jenkins noted at 222 F.R.D. 161 n. 33, the under-promotion of women to lower level
managerial positions reduces their proportion of those eligible for store manager.Gastwirth and Greenhouse(1995) give an
example where evaluating promotion data when there is disparity in hiring can yield anomalous results.
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females received statistically significantly fewer promotions than would be expected in a system that
‘restricted’ their odds of promotion to 80% of those of male employees.

Now consider the number of regions in which females have a shortfall, which may not be clas-
sified as statistically significant by the test of equal promotion rates, when the employer’s practices
restrict their opportunities for promotion. Table6 gives some numerical results. Consider store man-
ager again. Similar to Table5, we assume that each region had 90 promotions. Since the proportion
of women in the pool is 0.223, one would expect 0.223× 90 = 20.1 women promotions. When
the odds ratioψ = 0.8, the fraction of females among those promoted should be 0.1867. In the
situation whenψ = 0.8, the probability of obtaining 20 or fewer women promotions is 0.8416, and
the number of regions where women promotions have a shortfall is 0.8416× 40 = 33.7. This is
consistent with the actual data showing that women received fewer promotions than expected under
fair hiring in 34 regions. Similar calculations are done for support manager, management trainee
and co-manager assuming that the employer restricted their odds of promotion to four-fifths that of
males. The numbers of regions that women would be expected to have shortfall in promotions are:
39.8, 39.4 and 34.5. These values are consistent with the observed values (38, 41 and 37) in Table3.

One can also calculate the probability of ‘males’ receiving fewer than their expected promotions
under fair hiring when there is a general pattern favouring them or disadvantaging females.47 For
simplicity, we again assume that number of promotions in each region was the same. Consider store
manager, for example. According to table 25 of plaintiffs’ statistical expert report, the percentage of
males in the pool was 100− 22.3% = 77.7%. Then one would expect 77.7% males among those
promoted. If the desired male share of promotions was 81.33%48, higher than their 77.7% share of
the pool, then the probability of observing a significantly ‘lower’ number of male promotions when
testing the 77.7% figure in each region is only 0.00147 and the expected number of regions that
males had significantly lower promotions than expected is 40× 0.0014= 0.0589. This is consistent
with the observed value that no region had a statistically significantly lower male promotion rate.
Similar calculations are carried out for support manager, management trainee and co-manager. The
numerical results are summarized in Table7. Note that for all four positions, the expected number
of regions where the proportion of males among those promoted are significantly lower than the
proportion of males in the pool are all less than 0.05. Again, this is consistent with the observed
data (Table3) showing that none of the regions had a statistically significant shortfall in promotions
received by males.

Now consider the number of regions in which ‘males’ receive fewer than their expected number
of promotions under fairness, although the shortfall does not reach statistical significance, when
there is a general pattern favouring them or disadvantaging females. The numerical results are given
in Table8 for the case when the odds of a female employee receiving a promotion are 0.80 of those of
a male. Consider store managers; the percentage of males in the pool is 100− 22.3 = 77.7%. Under
a fair system, the expected fraction of promotions that are expected to be given to males in each

47 As seen at supra n. 2 and n. 3 even in a ‘fair’ system, if one examines many subgroups a few are likely to show a
statistically significant difference, which disappears when the multiplicity of tests is accounted for. Here, it will be seen that
the reverse situation can occur, i.e. even if the odds a female receives a promotion are only 80% of those of a male when many
regions are looked at a few are expected to show a female advantage (or male disadvantage).

48 The 81.33% figure was calculated assuming that the ratio of the odds a female was promoted to those of a male= 0.8.
When the female percentage of the eligible pool is 22.3% but the odds ratio= 0.8, formula (2) in Gastwirth and Greenhouse
(1987) indicates that the system is limiting the fraction of females among those promoted to 0.1867. Hence, the corresponding
fraction of promotions given to male employees is 1− 0.1867= 0.8133.
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TABLE 7 Expected number of regions in which males have a significant shortfall in promotions when males
are favoured as the ratio of the odds a female is promoted relative to a male is0.8

Position

% of male
among
promoted

No. of promo-
tions in each
region

% of males
in the pool

Probability of find-
ing a significant
lower promotion
rate for males

Expected number of
regions that had sig-
nificant lower male
promotionrates

Support manager 0.4863 560 0.431 1.6E-6 0.0009
Management
trainee

0.4587 380 0.404 1.77E-5 0.0007

Co-manager 0.7429 100 0.698 0.00123 0.049
Store manager 0.8133 90 0.777 0.00147 0.0589

region is 0.777× 90 = 69.9. When the odds ratioψ = 0.8, the actual fraction of promotions given
to females is 0.1867 (rather than 0.223), and the actual fraction of promotions given to males should
be 1− 0.1867 = 0.8133. When the actual proportion of males among those promoted is 0.8133,
the probability of obtaining fewer male promotions than the 69.9 expected under fairness is 0.158,49

which implies that the number of regions that male promotions have a shortfall is 0.158×40 = 6.32.
This number is consistent with the actual value 6 in Table3. The results for the other positions
are also given in Table8. The expected numbers of regions where males received fewer than their
expected number under fairness, when they are favouredψ = 0.80, are close to their expected
values. There is a small excess for support managers and co-managers and a slight deficit for manager
trainees. Collectively, the results in Tables5 through8 appear consistent with a general pattern of
under-promotion of females in managerial positions, where the ratio of the odds a female employee
is promoted is about 80% of those of a similar male.

3.2 The regression studies of the equal pay issue

Both sides in the case compared the salaries of male and female employees in hourly positions. The
plaintiffs also analysed salary data for managerial jobs; however, the defendant apparently did not.50

First, the analyses offered by both experts are described. Then the defendant’s summary of the many
regressions its expert carried out will be examined more carefully.

Wal-mart’s merits brief states, at 24, that statistically significant disparities were not found in
more than 90% of their store by store analyses. Here, we use a more detailed summary given in an
amicus brief in support of the petitioner (Wal-mart) stating that significance was found in 10% of
the regressions and females were underpaid in 7.5% and males in 2.5%. In the other 90% of the
regressions, about 53% indicated females were paid less and 37% indicated males were paid less.51

The important issue of the statistical power of the individual regressions to detect a meaningful

49 This probability isP(X 6 69) whereX is a binomial distribution withn = 90 andp = 0.8133.
50 222 F.R.D. 137 at 156 (defendant’s expert thought that the available data did not include sufficient information on

important characteristics or qualifications of the employees that are relevant to advancement to management).
51 Wal-mart’s principal brief to the Ninth Circuit at 24 states that at the 90% of stores in which there was not a statistically

significant difference males fared slightly better in approximately 53%, while females fared slightly better in approximately
35–40%. The amicus brief of the California Employment Law Council in support of Wal-mart, at 3, states that in the 10% of
stores where statistical significance was found 7.5% showed a significant disparity in favour of men and 2.5% had a disparity
in favour of women.
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difference was not discussed in either the defendant’s or supporting amicus briefs; although in earlier
proceedings the plaintiffs did point out that the sample sizes in some were quite small.52

According to the district court opinion at the time the class certification was briefed Wal-mart
operated 1568 discount stores, each of which employed at least 150 individuals, 1259 supercenters,
with 200–500 employees per store, 525 Sam’s Clubs with 120–225 employees each and 49 neigh-
bourhood markets, with 80–100 employees.53 While Sam’s Club is considered a separate division,
the other three are divided into six divisions, for a total of seven. Each division is divided into re-
gions for a total of 41 regions nation-wide. A region has about 80–85 stores. There is a general pay
structure for all hourly employees, although store managers have discretion in setting pay and can
give a new employee up to two dollars more than the nation-wide minimum starting salary. A system
of oversight is in place and pay rates over 6% above the minimum need approval.

The plaintiffs’ expert report begins with some basic statistics showing that on average female
hourly employees are paid 29 cents less than a male, have worked a little over a year longer at the firm
and their performance ratings are similar.54 Several regression models were explored but we focus on
the most detailed model fitted to the salary data for hourly employees in 2001. That model includes
seniority, weeks worked, whether the employee was hired or left the firm during the year, full or
part-time status, the store the employee worked in, job position, performance rating and whether
or not the employee was female. The data were analysed separately for each of the 41 regions and
showed a statistically significant disparity of about 6%. Other regressions were run for hourly pay
rates for the years 1997–2001 and showed that after accounting for job-related variables females
received between 18 and 34 cents an hour less than comparable male employees. The coefficient for
the sex indicator variable was negative in all 41 regression analyses of regional salary data. That is,
in all 41 regions, females were underpaid as compared to their male colleagues.

The defendant’s expert analysed the pay data at the store subunit level. Separate regressions were
run on the specialty departments, grocery store and the remaining employees.55 The regressions in-
cluded a number of predictors used by the plaintiff and added initial pay, whether the employee
changed stores during their career at Wal-mart, whether they were hired as a full or part-time em-
ployee, whether they received a premium for working the night shift and whether they had received
a promotion during the past year. Thus, Dr. Haworth, the defendants’ expert, ran approximately
7500 regressions and Judge Jenkins noted that her results showed a lack of broad-based gender pay
differentials, although they indicated gender disparities in limited instances.56

52 The declaration of Dr. Drogin in support of plaintiffs’ reply brief dated 25 July 2003, at 11 notes that some of the regres-
sions had only 20–30 employees and in many cases the numbers of employees in a subunit were too small for a regression to
be run. Neither the proportion of defendant’s regressions with inadequate sample sizes nor the power of regression analyses
is discussed. As noted previously, the power of a statistical test depends on the sample size, the gender mix of employees of
the group analysed and the size of the disparity deemed important to detect.

53 227 F.R.D. 137, 141 n. 1.
54 See statistical analysis of gender patterns in Wal-mart workforce, Feb. 2003 at 17–20. Female hourly employees had an

average performance rating of 3.91, slightly exceeding the male average of 3.84. The regressions are described in Dr. Drogin’s
report at 38–43.

55 222 F.R.D. at 156. Defendants’ regression analysis is also described in the Amicus Brief of the California Employment
Law Council at p.3 n.2, where two store by store analyses are noted. One analysed the grocery and non-grocery operations
separately and the other separately compared the basic merchandising operations and specialty ones. Actually, the defendant’s
expert analysed the pay data for the specialty departments at the district level and the grocery and remaining employees at the
store level (see Declaration of Dr. Haworth at 92–117).

56 222 F.R.D. at 156.
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The defendant also criticized the plaintiffs’ analysis for not including several variables, including
night shift, prior grocery experience, department, store size and store profitability. Judge Jenkins
observed that the plaintiffs included more than the minimum number that have been accepted by
courts and that their regression analysis is sufficient to raise an inference of pay discrimination. The
opinion notes that the omitted variables might have an effect on the regression but at the current
stage of the proceedings the plaintiffs’ showing was sufficient.57

The defendant also criticized the plaintiffs for analysed the data on a region-wide basis without
performing a test58 to check that the regressions were identical in all stores within a region. AsBura
et al. (2011) discuss and illustrate that this is too strict a criterion because the gender effect may be
negative in most stores but the practice creating a pay disparity might be different, e.g. some stores
might start women at a lower pay, while others give them smaller pay raises. The Chow test would
find the two systems described by appropriate regression models statistically different but female
employees are treated unfairly in either system.

The plaintiffs questioned the propriety of some of the predictors used by the defendant’s expert
as they might be ‘tainted’ i.e. reflect other discriminatory practices. In particular, if the promotion
system and the starting salaries were unfair, then these characteristics should not be included in a
salary regression as they would ‘explain’ a gender related pay disparity as being due to other unfair
practices.59

To explore implications of the regression results in the Declaration of defendant’s expert, a sim-
ulation study was conducted. We assume that compensation is related to seniority, as measured by
length of time at a store, and performance rating. Other factors, such as those used by either the
plaintiffs or defendant may enter the salary calculation but for our investigation we focused on these
two variables that are commonly accepted as relevant salary predictors.60

Seniority data were generated using the same gamma distribution with scale 2.5 and shape 2 for
both sexes.Bhattacharya(1989) andBhattacharya and Gastwirth(1999), who analysed data from
Bergerv. Iron Workers Local 201,61 found the gamma distribution to provide a good fit to seniority
data. Performance ratings at Wal-mart follow a four number scale of 1, 3, 5, 7, where 7 is the highest
performance rating score. In the report of the plaintiffs’ expert about 95% of the performance ratings
were 3s and 5s.62 In absence of additional information, we simulate about 2.5% of employees of
either sex to get a 1 and a 7, i.e. extreme ratings are equally likely to be given, 55% of employees to
receive a 3 and 40% to receive a 5. This reflects an uneven split between the two middle ratings that
is consistent with the reported data.63 The salary data are then generated from the normal distribution
where the mean male salary is given by:

14 300+ 500× seniority+ 2000× rating.

57 222 F.R.D. at 160 n. 32 and accompanying text.
58 Ibid at 31. The test in question is called the Chow test, although it appeared earlier in the statistical literature in a book

by C.R. Rao (Buraet al., 2011).
59 See the Declaration by Dr. Drogin in Support of Plaintiff’s Reply Brief (July, 25, 2003) at 17.
60 While seniority is almost always accepted as a valid predictor; sometimes performance scores are questioned, especially

when the protected group has received statistically significant lower evaluations. This does not appear to be an issue in
Wal-mart as the average performance scores of males and females were similar (Drogin report, February 2003, Table 3
at p. 20).

61 42 FEP Cases 1161 (D.D.C. 1985), 843 F.2d 1395 (D.C. Cir. 1988).
62 Supra n. 54 at 19.
63 The average scores for male and female in various positions ranged from 3.58 to 4.4, supra n. 54 at 20.
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The corresponding equation for female salaries is:

14 000+ 450× seniority+ 2000× rating.

The standard deviation of the salaries about their mean values is six for both groups. This model
assumes a pay differential between men and women both in starting salary, where the difference is
$300 more for men and for seniority where men receive $50 more per year of employment. As the
salaries are generated according to this model, the effect of other potentially influential predictors
is negligible. The sample size was set to 150, which is roughly the average size for the regressions
submitted by the defendant.64 Once the data were generated, the following model was fitted

yi = β0 + β1 × seniority+ β2 × rating+ β3 × gender+ εi , i = 1, . . . , 150 (2)

whereyi denotes the salary of thei th employee andεi is a random normal error. Gender equals 1
if the i th employee is a female and 0 otherwise. To test whether there is a difference in compensa-
tion between the two sexes favoring the men, we testβ3 = 0 versus the one-sided alternative that
β3 < 0.65

According to the briefs, in about 7.5% of the 7500 regressions the defendant’s expert ran, women
were statistically significantly underpaid. That is, in terms of Model (2), the null of no pay difference
β3 = 0 was rejected in favour ofβ3 < 0 in 7.5% of 7500 regressions. Also, in 2.5% of the 7500
regressions, men were found to be statistically significantly underpaid than the women in the same
store. Moreover, in 53% of the regressions,β3 was estimated to be negative, although not statisti-
cally significantly so. In 37% of the regressions,β3 was estimated to be positive, even though not
statistically significantly so, meaning that men were paid less but not statistically significantly so.66

The briefs submitted by Wal-mart and some amicus report argue that these results are not consistent
with systematic discrimination against the women. That is, that there is no systematic pay differen-
tial between the two groups of employees. As was demonstrated in Sections2.2and3.1, one needs
to consider the power of a statistical test in order to correctly interpret a non-significant finding.
Thus, the summary of our simulation study will emphasize the power of the test of significance of
the gender coefficient.

We generated 1000 sets of data on salary, seniority and rating of size 150, as described above,
and fitted 1000 regressions using Model (2). This would correspond to running regressions for 1000
stores with 150 employees each. Among these, 60% were assumed to be women (n = 90) and 40%
men (n = 60). This is in agreement with the overall percentages for the two sexes of Wal-mart
employees.67 Obviously, for the data we generated, there is a systematic pattern of underpaying the
women by a fixed, yet not very large, amount, which is consistent with discrimination but will be
seen not to be easily detected.

Table9 tabulates the frequency distribution of thep-values for testingβ3 = 0 versus the one-
sided alternative thatβ3 < 0. The interval limits have been selected to reflect the rejection region

64 Since the defendant considered subsets of employees in the stores and the largest stores had about 500 employees, while
other stores only had 100–200 employees, 150 seems a reasonable size for a typical regression.

65 We are aware of the fact that usually two-sided tests are carried out; however, here we are exploring the meaning of
the summary statistics of thep-values of tests that favoured females or males. Thus, a significant result in favour of males
corresponds to ap-value of at least 0.975 for the one-sided test assessing whether females were disadvantaged. Similarly, a
p-value between 0.50 and 0.975 corresponds to the situation where males were favoured but not statistically significantly so.

66 See supra n.51.
67 222 F.R.D. at 146.
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TABLE 9 Distribution of one sided p-values for testing for gender effect (β3 = 0 versusβ3 < 0)

% of p-values over
1000 replicates

% of p-values over 7500 regressions
for thedefendant

0 to6 0.025 9.3 7.5
>0.025 and60.5 62.3 53
>0.5 and60.975 27.3 37
>0.975 1.1 2.5

of a one-sided hypothesis test at level 0.025 and the classifications noted by the defendant and the
amicus briefs in support of Wal-mart.

The second column of Table9 reports the results of our simulations, while the far right one
reports the summary of thep-values of the 7500 regressions run by the defendant’s expert. They are
not perfectly comparable as there were different sample sizes with different ratios of females and
males in the actual data. As we do not have access to the actual employee compensation data, we
can only approximate the ‘average’ regression.

Table9 indicates that one can observe a distribution ofp-values that is similar to the one reported
by the defendant’s expert even though there is systematic discrimination. For these 1000 regressions,
men were making on the average $494 more than women of comparable seniority and performance
rating, which translates to an average differential pay of 2% between the two sexes after accounting
for seniority and performance rating.

The simulation yielded only 9.3% significantp-values indicating a statistically significant dis-
parity disadvantaging females even though the data were generated by a model in which women
make consistently less than men. How can one explain the low proportion of significantp-values?
The answer is that the test has very small power. That is, it has very small ability to detect this differ-
ence in salary at this sample size and with this split between men and women (40%–60%). Statistical
power is the probability that a statistical test will identify an effect of a pre-specified magnitude when
it in fact exists. The average power of the 1000 tests for gender effect is 9.3% with standard deviation
29%. This means that the probability of detecting a pay differential as the one used in the simulation
of about 2% underpayment for women would be on the average only 9.3% and that most of the
time, i.e. about 90.7% (= 100%− 9.3%) of the time, we would not detect such a difference in pay
in a unit of 150 employees, 60% of whom are women and 40% are men. Moreover, the frequency
distribution of thep-values of the one-sided tests for a gender effect is given by the histogram of
Fig. 1, which shows that thep-values are far from uniformly distributed.68 When the gender
coefficient is zero, i.e. employees of both genders with similar job-related characteristics are paid
according to the same system; thep-values should follow a uniform distribution and the histogram
should look flat. Thep-values in Figure1 are shifted downward indicating that a clear majority
reflect a female disadvantage.

To highlight the importance of the interplay between power and sample size, we kept the ef-
fect size (pay differential) the same and ran 1000 regressions using Model (2) increasing the sam-
ple size to 300 with the same split between men and women. The percent of significantp-values

68 Under the null hypothesis that the gender coefficient is zero, thep-value of the test has a uniform distribution over the
interval 0 to 1. This implies that thep-values of many independent regressions should look like a random sample from a
uniform distribution and their histogram should be nearly flat.
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FIG. 1. Histogram of one sidedp-values for testing for gender effect (β3 = 0versusβ3 < 0).

rose to 11.5%, i.e. the average power of the test increased to 11.5%. On the other hand, if we de-
crease the sample size to 80 with the same sex percentage split (48 females and 32 males), the
average power of the test drops to 7%. If we keep the sample size to 80 and reverse the sex percent-
age split to 48 males and 32 females, the percentage of significantp-values decreases even more
to 6.4%.

Technical Comment: The data were generated from a Model (2) which included both a gender
effect and an interaction between gender and seniority. Following the regression approach used by
both parties, the data were fitted to an equation that did not have an interaction term. One expects
that fitting a model with interaction terms should have higher power. To assess this, we fit a model
allowing gender to interact with seniority and also with rating and tested whether any of the three
coefficients incorporating gender by itself or interacting with one of the other predictors was statisti-
cally significant. When there were 150 employees, 60% female and 40% male, the estimated power
of testing for a significant role of gender rose to 18.2%. While there was an improvement over the
9.3% in the first simulation, the power remains unacceptably low. Even when there were 300 em-
ployees, the estimated power of detecting a gender effect was only 33.9%. For 80 employees, the
estimated power was only 11.6%. Thus, even if one had a very good idea about the precise model
underlying the salary data and fitted the appropriate regression equation to the data, the problem of
inadequate power would remain.

Further exploring the importance of power in regression, we also considered data where females
are significantly underpaid at about 5.6% less than men. This effect size corresponds to generating
salary data from the normal distribution with mean
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14 300+ 500× seniority+ 2000× rating

for the men and

14 000+ 450× seniority+ 1800× rating

for the women. This model assumes a pay differential between men and women both in initial pay,
where the difference is $300 more for men, for seniority where men receive $50 more per year of
additional work at the store, and for performance rating where men receive $200 more than women
for the same rating. The standard deviation of the distribution is 6, the same as before, as well
as the sample size with 90 women and 60 men. Now, the power is 27.2%, i.e. 27.2% of thep-
values are significant. The difference with the previous simulation reported in Table8 is simply the
effect size—all other parameters, including the sample size, are the same. Thus, for a sample size of
150 employees with a 60–40% split between women and men, as in most Wal-mart stores, even an
average difference in pay exceeding 5% will be detected with a probability less than one-third, which
implies that more than 70% of the time the regression model (with only a gender indicator) used in
the case will not detect such a substantial pay differential. When the gender coefficient (effect) is
estimated from a sample of size 80, with 48 women and 32 men, the average power dropped almost
by half to 15%. Thus, over 85% of the time, a regression analysis of a group of 80 employees,
with a modest excess of females, would fail to detect a pay disparity exceeding 5% between female
employees and similarly qualified males.

Without access to the data for all the employees, one cannot conduct a power calculation for
the regressions submitted by the defendant. Nevertheless, these results suggest that the power of
many of the regression analyses of the sub-store units was quite low, implying that a small but
meaningful pay disparity against female employees would not be detected as statistically significant.
Thus, before the Court gives much weight to the argument that ‘statistical significance was not found
in 90% of the regressions’ it should require the defendant to provide a power analysis similar to the
one given in Section2. If one only expects to find a significant result in 15–20% of the sub-store
regressions when there is a pay differential of 2–5% disadvantaging women, then the fact that 7.5%
of them indicated a statistically significant disparity against women would be evidence in favour
of the plaintiffs. In contrast, if the power was much larger, so that 80 or 90% of regressions would
classify pay disparities of the indicated magnitudes as statistically significant, then the argument of
the defendant would be supported. From the available information on the number of employees per
store and the fact that several regressions were run on subsets of data from each store, the simulations
presented here suggest that the power of many of the regressions was low and that disparities in the
2–5% range were unlikely to be detected in a sizeable fraction of them.

Comment: There is one aspect of the summary of the actualp-values given in the last column of
Table9 that should be noted. In a fair system, one expects that two-sided 0.05 level tests will find
a statistically significant disparity disfavouring females in 2.5% of the analyses and disfavouring
males in another 2.5%. Thus, the 2.5% disfavouring males is consistent with a ‘fair system’, while
the 7.5% disfavouring females is not consistent with a ‘fair system’.69 The reason for this might be
that half of the defendant’s regression used initial pay as a predictor, i.e. it controlled for initial pay

69 In fact, this imbalance is statistically significant, i.e. assuming the system is fair such an imbalance is very unlikely to
occur. As the defendant carried out 7500 regressions, which presumably are independent as most of the pay decisions were
made by different department heads or store managers, 750 ‘significant’ results were found. In a fair system, one would expect
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TABLE 10 Distribution of observed and expected under fairness one-sided
p-values for testing for gender effect (β3 = 0 versusβ3 < 0)

% of observedp-values % of expectedp-values

0 to6 0.025 7.5 2.5
>0.025 and60.5 53 47.5
>0.5 &60.975 37 47.5
> .975 2.5 2.5

when estimating an employee’s current salary.70 Thus, any disparity in starting salaries would not
be reflected in the estimated gender effect produced by the regression and the coefficient indicating
the employee was female would be too large.71 In the next subsection an alternative analysis of the
summary of thep-values of the defendant’s regressions is presented, which also indicates that the
results are consistent with a general pattern of a modest pay disparity against female employees.

3.3 An alternative analysis of the summary of the p-values of defendant’s pay regressions described
in the merits and amicus briefs

Briefs supporting the defendant in Wal-mart asserted that the data in the right column of Table9,
showing that only 10% of the regressions carried out by the expert were statistically significant,
meant that there was not a company-wide gender disparity in pay. The power of the individual re-
gressions was not considered. Furthermore, the fact that female employees received lower pay than
comparable males in an additional 53% of the regression analyses is ignored when only ‘significant’
results are examined. In this section, we compare the percentages of regressions with one-sided
p-values in the ranges (0, 0.025), (0.025, 0.500), (0.500, 0.975) and (0.975, 1.00) to the percent-
ages expected when there is no pattern of disparity; these are 2.5, 47.5, 47.5 and 2.5%. Assuming
that 7500 regressions were run, the observed and expected values (under fairness) are reported in
Table10.

There are two statistical methods for comparing the distribution ofp-values of the defendant’s
regressions with their expected numbers when there is no disparity. The chi-square test checks to see
whether the actual counts are consistent with the expected and is concerned with detecting any dif-
ference. In the present case, one should focus on detecting a pattern disfavouring female employees.
We developed an analogue,Zt , of the Cochran–Armitage trend test, the standard test for a trend in

about one-half to show females were disfavoured and half to show males were. Thus, we expect to observe 375 significant
results against females. The sampling standard deviation is 13.69. Actually, 7.5% of the 750 or 562 were observed. The normal
form of the binomial test, used inCastanedav. Partida, 430 U.S. 482 (1977) equals(562− 375)/13.69 = 13.66 standard
deviations from expected. Thus, the fraction of defendant’s regressions that showed a statistically significant disparity against
female employees is highly significant as the probability of finding such a large number (562) exceeding its expected value
(375) is less than one in a million.

70 The defendant carried out a study of the initial pay, see Declaration of Dr. Haworth at 116–117. Although the expert
interpreted the results as showing that there was no statistically significant difference our re-analysis in Section3.4 reached
the opposite conclusion. Moreover, the power of the tests for units in which statistical significance was not found is not
reported.

71 This means that if thet-statistic for the gender effect should truly be a statistically significant−2.5 standard deviations, it
might be estimated as−1.5, a non-significant result. Similarly, a regression indicating that males were somewhat disfavoured
in that particular subunit, e.g. at-statistic of +1.5 (on the coefficient indicating the employee was female) might increase to a
statistically significant +2.5.
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proportions, for a multinomial setting. The test is described in the Appendix. This test correlates the
deviations from expected with scores indicating the weight given to each category. Typically, scores
of 1, 2, 3 and 4 are given to ordered categories.72

Analysing the data in Table10 by either the chi-square test or the trend test yields a highly
significant result with ap-value less than one in a billion. An advantage of the trend testZt is that
it is expressible in terms of standard deviations from expected, similar to the normal approximation
to the binomial used by the Court inCastanedav. Partida. For the data in Table10, the result was
21.9 standard deviations from expected. This corresponds to ap-value less than one in a billion.
Therefore, when the results of all of the regression analyses carried out by the defendant’s expert are
combined into a summary statistical analysis, they are consistent with a pattern of underpayment of
female employees.

3.4 A re-analysis of the summary of the regressions described in the report of defendant’s expert

After finding that the Chow test indicated that the regression models of the compensation systems
differed among the Wal-Mart and Supercenter non-grocery stores as well as Sam’s Clubs, the de-
fendant’s expert conducted separate regressions of hourly pay rates for each type of business.73

A regression model incorporating over 10 predictor or independent variables, including years of ser-
vice, department, part-time or full-time status was fitted to the data on each store or grocery store.
The initial pay an employee received was included as a predictor but the model was also fitted with-
out it as the plaintiffs’ expert had raised questions about the propriety of using it.74 Because an
employee’s current salary is partly determined by their initial pay, using it as a predictor is statisti-
cally questionable.75 The hourly pay data for employees in specialty divisions were analysed at the
district level, presumably because there were relatively few employees in those departments in each
store.76

In light of the simulation study reported in Section3.2and the fact that the data in a number of
stores or districts were insufficient for the regression to be estimated, the power of each regression
to detect a small but meaningful difference in pay rate is likely to be low. While this implies that one
should not expect to observe many statistically significant results even when there is a disparity in
pay, analysing the summary of thep-values of the regressions with the trend testZt should detect a
pattern.

Summary statistics of thep-values for the regressions reported in the expert report of Dr. Haworth
are given in Table11, where ap-value of exactly 0.50 was classified as favouring males.77

72 Since thep-values are numerical, they are naturally ordered. Ap-value in the range 00.025, is strong evidence that
females are disadvantaged and receives a weight of 1, ap-value in the range (0.025, 0.500) receives a weight of 2, etc. The
scores are such that low ones will detect that the females are disadvantaged.

73 Declaration of Dr. Haworth at 99.
74 Id. at 102–117. The regressions also were calculated on data that included or excluded department managers.
75 In epidemiology,Pearceet al. (2007) note that controlling for an intermediate risk factor will lead to an underestimate

of the true relationship between exposure and the disease being studied. As illustrated inGastwirth and Greenhouse(1995),
a similar problem can occur in the analysis of promotion data because a discriminatory motive is likely to have affected the
hiring process. In the present context, if one controls for starting pay, one is only testing whether the pay raises received by
employees of both genders were equal rather than the entire pay-setting process.

76 Declaration of Dr. Haworth at 110. Note that this point is overlooked in the briefs of both parties and consequently in the
legal opinions.

77 There were on a few instances of this and classifying them as favouring males is conservative in that it favours the
defendant.
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TABLE 11 Summary statistics of one sided p-values for testing for a gender effect as reported in the defen-
dant’s expert declaration (including starting pay as a predictor)

0 -<= 0.025 > 0.025 &<=.5 > .5 &<=.975 > .975

Number (%)
of observed
p-values

Wal-Mart
(Division)

135 (5.18%) 1375 (52.72%) 1046 (40.11%) 52 (1.99%)

Sam’s Clubs 16 (3.34%) 251 (52.4%) 207 (43.22) 5 (1.04%)
Grocery
Divisions
24–28
Associates

73 (6.77%) 562 (52.09%) 416 (38.55%) 28(2.59%)

TABLE 12Summary statistics of one sidedp-values for testing for a gender effect as reported in the defendant’s
expert declaration (excluding starting pay as a predictor)

0 to60.025 >0.025 and60.5 >0.5 and6.975 >0.975

Number (%)
of observed
p-values

Wal-Mart
(Division)

225 (8.6%) 1423 (54.33%) 929 (35.47%) 41 (1.57%)

Sam’s Clubs 21 (4.38%) 234 (48.87%) 219 (45.72) 5 (1.04%)
Grocery
Divisions
24-28
Associates

106 (9.40%) 634 (56.21%) 370 (32.80%) 18(1.60%)

For the data on hourly pay rates for most hourly employees of the major Wal-mart stores, the
Zt test applied to thep-values for the regression results that did not include starting pay (Table12)
equals−17.26 standard deviations, corresponding to a probability of less than one in a billion. When
initial pay was included (Table11), theZt statistic equals−9.56 standard deviations, again a highly
significant result. Thus, thep-values obtained from the defendant’s regressions are not consistent
with a pattern of equality; rather they indicate that female employees are disadvantaged.

The above analysis differs from that in the Declaration of defendant’s expert at p. 103, as it states
that ‘the percentage of stores that have no statistically significant results is not much different be-
tween the two models. When controlling for starting pay, 92.8% of the stores show no statistically
significant result, compared to 89.8% of the stores for the model that does not control for starting pay
rates’. While this statement accurately reports the percentages, it does not take into account the direc-
tion of the small increase, from 5.2 to 8.6%, in the number of significant disparities disadvantaging
females, the corresponding decrease in significant disparities favouring males as well as a similar
shift in the non-significant disparities seen when the data for the Wal-mart Division in Tables11and
12are compared. These shifts disadvantaging female employees are detected by the trend test.78

78 According the Declaration of Dr. Haworth, at p. 104, the plaintiffs’ expert acknowledged that the statistical summary
of the p-values did not reflect a pattern adverse to women. Thus, the analysis presented here apparently disagrees with the
experts for both parties.
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TABLE 13Summary statistics of one sidedp-values for testing for a gender effect as reported in the defendant’s
expert declaration to predict starting pay rate

0 to6 0.025 >0.025 and60.5 >0.5 and60.975 >0.975

Number (%)
of observed
p-values

Wal-Mart
(Division)

149 (5.9%) 1175 (46.53%) 1085 (42.97%) 115 (4.55%)

Sam’s Clubs 22 (4.62%) 227 (47.68%) 212 (44.54) 15 (3.15%)
Grocery
Divisions 24-28
Associates

122 (13.02%) 534 (56.99%) 261 (27.85%) 19(20.28%)

For employees of Sam’s Club stores, the normal form of the trend test is−2.43 (p-value=
0.015) when initial pay is included in the model. This result is statistically significant at the 0.05
or two-standard deviation level. Dropping initial pay yields a trend test statistic equal to−2.97
(p-value= 0.003). In either case, thep-values of the defendant’s regressions for this subset of stores
shows a statistically significant pattern indicating that female employees received lower pay than
comparable males.

For the hourly pay rates of employees in the grocery division, the trend test of thep-values of the
regressions that included starting pay yieldsZt = −7.23 (p < 10−9), a highly significant result. For
the regressions that did not include starting payZt = −13.29 (p < 10−9), which is more significant
evidence of a trend disadvantageous to female employees. The Declaration of defendant’s expert, at
p. 107, notes that there is a small decrease in the percentage of stores with no statistically significant
difference between men’s and women’s hourly pay rates (from 90.6 to 89%). This statement focuses
only on the proportion of significant results without considering their direction, i.e. whether females
or males are disadvantaged. As demonstrated in the discussion of theApsleyv. Boeingcase and the
simulation study of Section3.2, without considering the power of the statistical tests, there is no
benchmark to evaluate the meaning of the proportion of statistically significant results.

In Table13 the summary of thep-values of the defendant’s regression analyses of initial pay are
reported.79 Before re-analysing them it should be noted that while results are provided for 2525 of
the 3208 Wal-mart and Supercenter stores, the results for only 937 of 2118 grocery stores and 476
of 1786 Sam’s Club stores are reported. Since results for over half of the stores of these two types
are missing, one should give less weight to inferences drawn from these data.

Applying the trend test to thep-values of the defendant’s regressions of Wal-mart and Super-
center stores in Table13 yields aZt of −3.21 (p = 0.0013), which exceeds three standard devia-
tions. For grocery stores, the trend test statistic equals−16.04 (p < 10−9). For Sam Club stores,
Zt= −1.39 (p = 0.163), which is not statistically significant at the 0.05 level.80 The Declaration of
defendant’s expert, at p. 116–117, summarizes the results of Table13 as ‘Overall, these results are
consistent with the hypothesis that there is no pattern common across similar units in the same busi-
ness type that results in starting pay rates that are lower for women at a statistically significant level’.
Because the power of the component regressions is not reported, it is not possible to estimate the

79 See p. 117 of the Declaration of Dr. Haworth.
80 Since results are reported for only 476 of 1786 Sam’s Club stores, it is difficult to have confidence that an analysis of

initial pay in all of these stores would yield a similar value of the trend test.
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fraction of statistically significant differences one would expect to obtain if there were a consistent
pattern of a modest underpayment of women. Thus, there is no benchmark for one to compare the
percentage of significant results in Tables11, 12and13with. On the other hand, examining the pat-
tern of p-values with the trend test indicates that there was a statistically significant pattern of female
disparity in initial pay in the major Wal-mart stores as well as in groceries. It should be noted that the
defendant’s expert’s Declaration, at p. 116, states that a higher proportion of men had grocery store
experience than women and that including this factor in the model would reduce the disparity. At
this stage of the proceedings it is difficult to assess whether including prior experience would fully
explain the disparity. If the Court allows the case to proceed, presumably the defendant will augment
the data with this information.

The defendant’s expert also reported results of the district-wide regressions of employees of
six specialty departments. Analysing these data with theZt test indicates a statistically significant
disparity in the pay of women in four specialties. Females are disadvantaged but not significantly
so in pay in the jewelry departments, while males are slightly disadvantaged but not significantly in
the shoe departments. Nevertheless, as there is a substantial amount of missing data and regression
results were reported for fewer than half the jewelry and optical departments and just under two-
thirds of the shoe departments, these results are less informative.

Although the statistics summarizing thep-values of the various tests carried out by both ex-
perts,81 did not present the full picture asp-values in the range 0.025–0.50 formed a single category,
as did p-values between 0.50 and 0.975, the trend test shows that thep-values reported in the de-
fendant’s expert’s Declaration generally do not follow the uniform distribution expected under the
hypothesis of equal pay rates. Rather they are consistent withp-values that are shifted to the left (as
in Fig. 1) reflecting a pattern of underpayment of female employees relative to comparable males.
This conclusion is especially true in the more complete or larger data sets in Tables11, 12 and13
where the pattern ofp-values is not consistent with random variation but indicates a female shortfall
in pay rate remains after controlling for many job-related factors.

4. Discussion and Conclusion

Although courts have accepted and evaluated statistical analyses of data arising in a wide variety of
cases, e.g. discrimination, product liability, anti-trust, securities law, international trade and trade-
mark infringement, often they have not taken advantage of all the information that can be obtained.
In particular, courts and legal scholars have focused on only one aspect of the result of a test of a
hypothesis such as the equality of two success rates, i.e. whether or not the rates are statistically
significantly different. They have not considered the power of a test to detect a meaningful differ-
ence, which helps assess the strength of a significant finding and more importantly enables one to
properly interpret a finding of non-significance.82 When an expert presents an analysis that does not
show a statistically significant result, courts should require the expert to provide a power analysis

81 Recall that plaintiffs’ expert also categorized the results of the statistical tests of equality in promotions in Table 2
in the same four categories used by the defendant’s expert. As noted previously, most combination methods in the statistical
literature use all thep-values in their computation; seeLoughin(2004) andOwen(2009) for further discussion and references.

82 For example,Mitchell (2010) at 137 n 10 describes the dispute between the parties over the proper unit of analysis as
follows: “Not surprisingly, the aggregate-level analysis supported the plaintiffs’ theory of the case (i.e., there were statistically
significant differences between male and female outcomes when the data were aggregated across stores), while the facility
level analysis supported the defendant’s theory of the case (i.e. data from many stores showed no statistically significant differ-
ences in male and female outcomes, which was consistent with Wal-Mart’s claim that there was not a common discriminatory
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that will enable the judge or jury to assess whether the test was able to detect a legally meaningful
disparity. Otherwise, courts may continue to accept analyses based on statistical tests that have little
or no power to detect a meaningful disparity (Gastwirth and Greenhouse, 1987andFinkelstein and
Levin, 2001, p. 344).

Similarly, courts may need to evaluate two different approaches to the analysis of data that are
naturally composed of subgroups. One side often desires to examine all the data together and pools
them into one large sample, while the other insists that each subgroup should be looked at separately
and only if there is a broad pattern of significant results should the court reach a conclusion. This
paper illustrates how the concept of power and the use of combination techniques clarify these issues.
In the reanalysis of the data fromApsleyv. Boeing, it was seen that one should compare the number
of statistically significant results in all 19 subgroups with the number expected when there was a
meaningful difference between the odds of rehire of older and younger employees. At first glance,
three significant results out of 19 tests do not suggest a pattern of disparities; however, statistical
significance was ‘impossible’ to find in 10 of the 19 units and the test had low power in the majority
of the others. A power analysis showed that the data were consistent with the odds of an older worker
not being rehired were about 1.7 times those of an employee less than 40 years of age.

A similar analysis of the promotion data for the regions inDukesv. Wal-mart indicated that
they were consistent with a system in which the odds of a female employee receiving a promotion
to one of the four managerial positions in question were about 70% to 80% of those of a male. In
fact, the promotion data demonstrated that females received fewer promotions than expected in a
system that restricted their odds of receiving one to 80% those of a male. The re-analysis of the
data in both cases demonstrates that a commonly used rule of thumb that statistically significance
should occur in a sizeable fraction, e.g. majority, of the subgroups tested is unreasonable, especially
when the sample sizes or gender mix in many subgroups implies that a statistical test has low power
of detecting a meaningful difference in many of them. In order to properly interpret an analysis of
many smaller subgroups of the data, courts need to compare the number or proportion of statistically
significant ones to their expected number or proportion when the alternative scenario that there is
a meaningful disparity between the minority and majority groups is true. As seen in Section2.2,
the configuration of the individual groups in stratified data may not allow statistical significance to
be found in any single group; however, the data as a whole provide very convincing evidence of a
system-wide disparity.

Analogous considerations apply when the results of many regression analyses need to be inter-
preted, especially as the sample size in each subgroup is relatively small and unbalanced, which
implies that the power of a regression analysis that includes the important predictors will often be
too small to draw a sound inference. By considering the entire distribution of the one-sidedp-values,
one can test them to see if they are consistent with a pattern of disparity against a protected group.
Our re-analysis of thep-values from the defendant’s regressions inDukesv. Wal-martprovides sta-
tistically strong evidence of a pattern of underpayment of female employees relative to comparable

policy affecting the class).” As the reanalysis presented in Section 3.4 demonstrated, proper analysis of the p-values obtained
from individual sub-store regressions submitted by the defendant yields a highly statistically significant disparity in pay rates
disadvantaging female employees. Because the sample size in many of the regressions was small, individually they had little
power to detect a small but meaningful pay disparity. In situations where one has a large sample, e.g. the 22,388 employees
eligible for promotion to Support manager in Table 4, a slight disparity might reach statistical significance. Then the practical
meaning of the observed disparity should be considered, which is why the fact that the odds a female had of being appointed
a Support manager were only 60% of those of a male is important.
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males. Since both sides inDukesrelied on readily available computerized data from the defendant,
it is possible that if the proceedings continue, information on other appropriate productivity-related
characteristics will be added to the file. More comprehensive regression analyses may lead to differ-
ent conclusions than those presented here.83

The insight gained from the use of combination procedures leads us to recommend that when
parties submit data stratified into subgroups, courts require that a summary statistic be computed
and interpreted. This will ensure that the statistical analysis of many small subgroups in which no
member of a protected group is hired or promoted cannot lead to a significant finding does not
mislead courts.84 Furthermore, when statistical tests are applied to data in many subgroups, either
the resultingp-values should be reported as in Table1 or if there are hundreds or thousands in a
more informative grouping, e.g. the histogram in Fig. 1. An advantage of stratifying the data and then
combining the results is that it avoids the Yule–Simpson paradox. This phenomenon can occur if one
analyses pooled data when the response rate, e.g. promotion rate, is the same in each subgroup but
those rates differ substantially among the groups and the proportion of employees in each subgroup
who are female also varies substantially.85 Another benefit of using combination methods is that one
avoids the problem of multiple comparisons, i.e. the fact that one has carried out many tests increases
the probability that even under fairness some will be statistically significant. The final test statistic,
e.g. the trend test or Fisher’s summary chi-square or the related procedure of Pearson, just use the
p-values of the tests in the individual strata or subgroup as components. Thus, only one summary
statistic is considered in making an inference.

The analysis of data, which are naturally stratified, also arises in the analysis of medical studies
carried out in a number of hospitals or centres and there is a substantial literature (e.g.Cornfield
(1978) andLocalio et al. (2001), concerning appropriate methods to account for correlation in out-
comes within each centre. The pay regressions carried out by the plaintiffs’ expert did include an
indicator for each store, which should account for part of the stratum (centre or store) effect.86 If
the Court allows the case to proceed as a class action, the experts for both parties might explore the
applicability of various statistical methods developed for the analysis of multicentre clinical studies
to the data in Wal-mart.

Non-statisticians may understandably be puzzled when many tests are carried out, most do not
find a statistically significant disparity against the protected group in question but a proper combina-
tion or trend test analysing thep-values indicates a highly significant disparity. It is helpful to recall
Judge Posner’s observation87 that sex discrimination is difficult to prove because ‘Only the very best
workers are completely satisfactory, and they are not likely to be discriminated against–the cost of

83 Judge Jenkins, 222 F.R.D. at 160, n. 32 specifically mentions the potential impact of omitted variables such as prior
grocery store experience, which was not included as a predictor in the regressions of either party.

84 This problem was noted by Judge Patrick Higginbotham inVuyanichv. Republic National Bank, 505 F. Supp. 224,
275-76 (1980) vacated on non-statistical grounds 723 F. 2d 1195 (5th Cir. 1984) (observing that data should be aggregated
when zero minority hires leads to accepting the hypothesis that the hiring policy is fair).

85 There is an extensive literature on this topic, seeAgresti(1996) or Simonoff(2003) for references. The following is an
illustrative example. Suppose there are two groups. The first contains 40 males and 160 females. Ten percent of these em-
ployees, 4 males and 16 females are promoted. The second group contains 160 males and 40 females and 50% are promoted,
80 males and 20 females. Within each subunit males and females are treated equally but if one simply pools the data 84 of
200 or 42% of the men were promoted but only 32 of 200 or 16% of the women were. A simple comparison of these rates
would find them significantly different but the CMH or other appropriate combination test would not. Of course, if there is a
significant disparity in one part of a firm, pooling it with data from other subunits which are fair will mask the disparity.

86 It is possible that there are interaction effects, e.g. the systems used to determine pay raises may vary among the stores.
87 Riordanv. Kempiners, 831 F.2d 690, 697–698 (7th Cir. 1987).
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discrimination is too great. The law tries to protect average and even below-average workers against
being treated more harshly than would be the case if they were of a different race, sex, religion, or
national origin, but it has difficulty achieving this goal because it is so easy to concoct a plausible
reason for not hiring, or firing, or failing to promote, or denying a pay raise to, a worker who is
not superlative.’ Thus, even if an employer’s decision makers do not fairly value the qualifications
of female employees, the most talented females will still be paid reasonably well. Since they are
included in the analysis, one should not expect that there will be a statistically significant disparity
in all or even most of the sub-units of a large employer.
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Appendix A

Power of Fisher’s exact test to detect odds ratios indicating a meaningful disparity in the probabilities
of rehire of employees over 40 relative to younger employees in Table1.

TABLE A1 Power of Fisher’s exact test of finding statistical significance when the odds of an older employee
not being rehired are 1.5 times those of an employee under 40 for the data in each of the 19 units in table 1
from Apsley v.Boeing

Director Power under odds= 1.50 Power under odds= 1.75 Power under odds= 2.00

JA1 0.4481339 0.6901281 0.8470403
WA 0.1361634 0.2047413 0.2756036
HA 0.1556379 0.2171501 0.2778006
WH 0.0000000 0.0000000 0.0000000
UR 0.2580781 0.3970133 0.5254322
RE 0.1064676 0.1665707 0.2312041
CA 0.1811763 0.2967007 0.4132542
BO 0.1618291 0.2611236 0.3632278
RA 0.0000000 0.0000000 0.0000000
SM 0.1695074 0.2675981 0.3676322
MO 0.0000000 0.0000000 0.0000000
WHT 0.0000000 0.0000000 0.0000000
KI 0.5375041 0.7705932 0.9006525
JA2 0.0000000 0.0000000 0.0000000
WI 0.0000000 0.0000000 0.0000000
BR 0.0000000 0.0000000 0.0000000
CR 0.0000000 0.0000000 0.0000000
BU 0.0000000 0.0000000 0.0000000
WA 0.0000000 0.0000000 0.0000000
Total 2.154498 3.271619 4.201848
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Although three government agencies have issued the ‘four-fifths’ guideline to compare the pass
rates of minority and majority applicants, they have not offered a similar guideline to assess potential
unfairness in layoffs and similar reductions in force. Most statisticians prefer the odds ratio to assess
the pass or failure rates, partly because the sampling distribution of Fisher’s exact test involves the
odds ratio. In Table A2, the power of Fisher’s exact test to detect an odds ratio of 1.5, 1.75 and 2.0 is
given for each of the 19 tables in table 1 fromBoeingv. Apsley.Since not being rehired is an adverse
decision while passing a test is positive, an odds ratio of 1.5 of being laid off corresponds to a ratio
of the odds a minority passes a test to those of a majority equaling the reciprocal or 1.5, i.e. 2/3 or
0.667.88

Appendix B

The Zt test, an analog of the Cochran–Armitage trend test for a trend in proportions.
Let the interval [0,1] be partitioned ink disjoint intervals. Under the null hypothesis, eachp-value

follows a uniform distribution, so the probability distribution of the number ofp-values amongn,
sayx, falling in thesek intervals follows the multinomial distribution withE(xi ) = nπi ,Var(xi ) =
nxi (1 − xi ),Cov(xi , xj ) = −nπiπ j , for i, j = 1, . . . , k. Hereπi is the length of thei th interval,
corresponding to the probability an observation from a uniform distribution will fall in that interval.
The trend statistic is defined asT =

∑k
i =1wi (xi − nπi ), wherew1 < w2 < . . . < wk to indicate

that thek intervals are not only disjoint but naturally ordered in an ascending fashion. Then,

Var(T)=
k∑

i =1
w2

i Var(xi − nπi )+
∑

i 6= j

∑
wiw j Cov(xi − nπi , xj − nπ j )

=
∑

i
w2

i nπi (1 − πi )−
∑

i 6= j

∑
nwiw jπiπ j

= n

(
∑
w2

i πi −
∑
w2

i π
2
i −

∑

i 6= j

∑
wiw jπiπ j

)

= n
(∑

w2
i πi −

(∑
wiπi

)2)

Let theZt test statistic be

Zt =

∑
wi (xi − nπi )√

Var(T)

Under the assumption thatx = (x1, x2, . . . , xk) follows the multinomial distribution with param-
etersn =

∑k
i =1 xi and (π1, π2, . . . , πk) the Zt test statistic has an asymptotic standard normal

distribution.
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Note added in proof

On 20 June 2011, the U.S. Supreme Court decided theWal-martcase in favor of the company. The
Court unanimously decided the non-statistical aspect of the case, which dealt with legal
requirements for class actions claiming individualized monetary claims. Concerning the commonal-
ity issue, the five member majority stated that the plaintiffs needed to show there was a “common
answer”, e.g., whether a testing or evaluation procedure was biased or prove that employer operated
under a general policy of discrimination. Commenting on plaintiffs’ statistical evidence, the opinion
noted that a regional pay disparity could be attributable to a small set of stores and cannot by itself
establish a uniform store-by-store disparity, required for a showing of commonality. Four justices
dissented. First, they noted that the practice of delegating substantial discretion has the potential of
producing disparate effects, especially when the managers are predominantly of one sex. They crit-
icized the majority for considering that plaintiffs’ regressions only showed statistically significant
differences at the national and regional levels, while the regression actually included an indica-
tor for each store as well as other predictors. The opinion is available on the Court’s website (last
visited on 27 July 2010) HYPERLINK “http://www.supremecourt.gov/opinions/10pdf/10-277.pdf”
www.supremecourt.gov/opinions/10pdf/10-277.pdf. Neither party in the case presented the statistical
analyses discussed in this article.
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